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Machine Learning
- Grew out of work in Al
- New capability for computers

Examples:
- Database mining
Large datasets from growth of automation/web.
E.g., Web click data, medical records, biology, engineering
- Applications can’t program by hand.
E.g., Autonomous helicopter, handwriting recognition, most of
Natural Language Processing (NLP), Computer Vision.
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Machine Learning
- Grew out of work in Al
- New capability for computers

Examples:

- Database mining
Large datasets from growth of automation/web.
E.g., Web click data, medical records, biology, engineering

- Applications can’t program by hand.
E.g., Autonomous helicopter, handwriting recognition, most of
Natural Language Processing (NLP), Computer Vision.

- Self-customizing programs
E.g., Amazon, Netflix product recommendations

- Understanding human learning (brain, real Al).
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Machine Learning definition

e Arthur Samuel (1959). Machine Learning: Field of
study that gives computers the ability to learn
without being explicitly programmed.

 Tom Mitchell (1998) Well-posed Learning
Problem: A computer program is said to learn
from experience E with respect to some task T
and some performance measure P, if its
performance on T, as measured by P, improves
with experience E.
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“A computer program is said to learn from experience E with respect to
some task T and some performance measure P, if its performance on T,
as measured by P, improves with experience E.”

Suppose your email program watches which emails you do or do
not mark as spam, and based on that learns how to better filter

spam. What is the task T in this setting?

= O Classifying emails as spam or not spam. | &
O Watching you label emails as.spam or not spam. _—

O The number (or fraction) of emails correctly classified as spam/not spam.

O None of the above—this is not a machine learning problem. \ ‘P o



Machine learning algorithms:
- Supervised learning
- Unsupervised learning

Others: Reinforcement learning, recommender
systems.

Also talk about: Practical advice for applying
learning algorithms.
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Housing price prediction.
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Breast cancer (malignant, benign)
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- Clump Thickness

- Uniformity of Cell Size

- Uniformity of Cell Shape
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You’re running a company, and you want to develop learning algorithms to address

each of two problems. ,
000

/, Problem 1: You have a large inventory of identical items. You want to predict how
many of these items will sell over the next 3 months.
/q Problem 2: You’d like software to examine individual customer accounts, and for each
account decide if it has been hacked/compromised. W O — net hackd
—7 | — ]'\O&ke.&

Should you treat these as classification or as regression problems?

O Treat both as classification problems.
O Treat problem 1 as a classification problem, problem 2 as a regression problem.
—> (O Treat problem 1 as a regression problem, problem 2 as a classification problem.

O Treat both as regression problems.
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Cocktail party problem
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Microphone #1: <« Output #1: <

Microphone #2: « Output #2: «
Microphone #1: < Output #1: <
Microphone #2: « Output #2: «

[Audio clips courtesy of Te-Won Lee.]



Cocktail party problem algorithm

[W,s,v] = svd((repmat(sum(x.*x,1),size(x,1),1).*x)*x’);

[Source: Sam Roweis, Yair Weiss & Eero Simoncelli]



Of the following examples, which would you address using an
unsupervised learning algorithm? (Check all that apply.)

Given email labeled as spam/not spam, learn a spam filter.

Given a set of news articles found on the web, group them into
set of articles about the same story.

Given a database of customer data, automatically discover market
segments and group customers into different market segments.

Given a dataset of patients diagnosed as either having diabetes or
not, learn to classify new patients as having diabetes or not.




Linear regression
with one variable

Model
representation

Machine Learning



. . 500
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(in 1000s 100
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Supervised Learning

Given the “right answer” for
each example in the data.

X ><>< X
X =
X X
X X X
XX S X
X X ) X XK
K2«

500 1000 1500 2000 2500 3000
Size (feet?)

Regression Problem

Predict real-valued output
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Price ($) in 1000’ s@

Training set of Size in feet@
housing prices —
(Portland, OR)
—— 1534
852
Notation: L

—=>m = Number of training examples
—= X's = “input” variable / features
— Y’'s = “output” variable / “target” variable

(»4;3\ — ON )(ro-\l\uﬁ Q’KOM‘)(E..
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[ Training Set J

v

[ Learning Algorithm ]

Size of Estimated

house price
* hypothesis (a5 Xiratdd

am——

‘\ \\CpPs gvom X‘- to ‘Js

How do we represent h ?

}\é(“) = gb X S\?‘

‘\L“)=®Q
49,

“A'“'- %3\) Linear regression with one variable. (")

Univariate linear regression.

L on< \lonaL(rz
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Cost function
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Training Set

Size in feet? (x) | Price (S) in 1000's (y)

2104
1416
1534
852

Hypothesis: h O—I—

92“5: Parameters

How to choose 6;'s ?

460
232
315
178
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h@(ib‘) — 90 + 91513

3 3 he (¢
R B AL o)
1 1 @
0) 0
0) 1 2 3 0) 1 2 3 0) 1 2 3
— 0 =1.5 = 0 =0 = 0y =
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Cost function
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Hypothesis:
h@(aﬁ) — 90 + 9133

Parameters: A \
9(), 91 /\(x

>

Cost Function:

ﬁﬂ%m—%gwmm y)?

Goal: minimize J(eo, 91)
/'7 90791

Simplified

hg(x) = 01
So=
91 L\(X\
~ —>
J(61) %5:1 (}i(x(z)) _y(z))2
AN

01 _—

o~
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- hg (33)

Te—

(for fixed 61, this is a function of x)

(

"

== J(61)
(function of the Earamete
3
2
J(61)
1

-05 0 05 1 15 2 25

Q‘: O-S?

T()=
[67+c>°+o" = 6° &
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h@ (CIJ)

(for fixed 61, this is a function of x)

X
(0% = %;;, Llos-1Y" + (-2) + ([(.g.3ﬂ

16

R
PR3 [3:5) - ~ ~ o3

J(61)
(function of the parameter 01)
3 r—
2 -

-05 0 05 1 15 2 25
61
@": 02.
T(o)=?
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h@ (ZC)

(for fixed 01, this is a function of x)

0 1 2 3
X

(o) = '-,s},(\L 2 +) h(z)=

:.-L ¥y 4 N)
b.\ '
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Linear regression
with one variable

Cost function
iIntuition ||
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Hypothesis: hg(x) = 0y + 012

Parameters: 0o, 01

e

m N9
Cost Function: J(0o,01) = 5= Z (ho(zD) — y))

Goal: mlgmemze J(6g,01)
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h@ (QZ)

(for fixed 0y, 64, this is a function of x)

500 X
X XX X
400 9 X »
: X, X X
Price (S) 300 s X )g,\xxx X,
in 1000’s XX X
%é?x &? ‘//’/’
200 Xy K
/ eI - 0'6(7
O | | |
0 1000 2000\ 3000
:’_ Size in feet? (x)

ho(x) = 50 + 0.0@

‘](907 91)
(function of the parameters 0y, 01)
N
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he(x) J (6o, 61)

\(for fixed Oy, 61, this is a function of x) (function of the parameters 0y, 01)
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(for fixed 0y, 64, this is a function of x)
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he(x) J (6o, 601)

(for fixed B, 01, this is a function of x) (function of the parameters 0y, 01)
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(for fixed 0y, 64, this is a function of x)
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Linear regression
with one variable

Gradient
descent
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Have some function J(6g, 01)

Want min J((go, (91)
00,01

Outline:
e Start with some 0o, 01
* Keep changing 00,01 to reduce J (0o, 01)

until we hopefully end up at a minimum
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ﬂ$‘j¢""\&'} \ Teyth oset,

Gradient descent algorithm a'=h az b

S,,s,

= AT
O..= o+l

Q:Q‘*\X

(forj:Oandjzl)
g\‘\»w\'l'tmmslag: hfée{'g

Correct: Simultaneous update

-n temp0 —90—0489 J(90,6'1)—-—-1

- templ = 91 — OzaTJ(HO,Hl)
— ¥, := temp0
= 01 := templ

A A

\

Incorrect: ¢

5 temp0 := 6y — oza%OJ(OO,Hl)

: temp0 |
- templ := 0, qaa—gl J(HO,@/ =

= 01 := templ

A~
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with one variable

Gradient descent
Intuition
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Gradient descent algorithm

repeat until convergence {

— 0, 9 @1{% J(00,01)| (simultaneously update

}“’ /I 7 j=0and j=1)

| @ustriney Qervokive
fole

NG\”\ _'S (@\) ®\ QW\ .
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(N

&1 = 91 —@%J(Ql)

If ais too small, gradient descent /7

can be slow.

If ais too large, gradient descent
can overshoot the minimum. It may —~
fail to converge, or even diverge.

——
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\

. s 01 atlocal optima

d
Current value of 64 0, =0 —a——7"11(0
1 1 O‘del J(61)
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Gradient descent can converge to a local
minimum, even with the learning rate a fixed.

d
01 =0, —« 7 J(@l) 3o,
- : \ S
As we approach a local  J(61)

minimum, gradient
descent will automatically
take smaller steps. So, no

need to decrease o over
time.
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Linear regression
with one variable

Gradient descent for
linear regression

Machine Learning



Gradient descent algorithm Linear Regression Model

repeat until convergence { ho(x) = 0y + b1
0
(9 _9 —&87(](90,(91)

J(QO,Hl) — Lm f: I’L@(Qj(z ) y(@) 2
(for j =1 and j = 0) ? z:1( )
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Gradient descent algorithm e ’I(eo,ﬁﬂ

repeat until convergence { /

Oo := 0o — o 3 (ho(z\V)) — ‘ update
A=l . o and 04
0 =0, —af=- > (h@(ilj‘(i)) _ simultaneously
i=1 -
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J(04,0;) o4
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he(x) J (6o, 61)

(for fixed 0, 01, this is a function of x) (function of the parameters 6o, 61)
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he(x) J (6o, 601)

(for fixed 0, 01, this is a function of x) (function of the parameters 0, 01)
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he(x) J (6o, 601)

(for fixed B, 64, this is a function of x) (function of the parameters 6g, 61)
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(for fixed 0y, 64, this is a function of x)
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he(x) J (6o, 601)

(for fixed 8o, 01, this is a function of x) (function of the parameters 0, 01)
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Size (feetz) 0o
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700

B Ul (@)
- - (-
(- ) (-

w
(-
-

Price $ (in 1000s)

h@ (QZ)

(for fixed 0y, 64, this is a function of x)

T T T T

» Training data
— Current hypothesis

1000 2000 3000 4000
Size (feetz)

J(@(), 91)

(function of the parameters 0, 01)

-0.1
-0.2
-0.3
-0.4

T T T T T

-0.5
-1000

-500 0 500 1000

0o

1500 2000
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he(x) J (6o, 601)

(for fixed 6, 01, this is a function of x) (function of the parameters 0y, 01)
700 . w w - 0.5 . x . x .
o 0.4
0.3
~ 500
3 0.2
o
= 400 0-1
g =" 0
& 300
| o
A 2000 L X X . -0.2
0.3
100 « Training data
— Current hypothesis 0.4
0.5 ' ' ‘ '
1000 2000 23000 4000 1000 -500 0 500 1000 1500 2000
Size (feet?) 0o
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he(x) J (6o, 601)

(for fixed 6, 01, this is a function of x) (function of the parameters 0y, 01)
700 T T T T ! 0,5 T T T T T
c00 0.4
0.3
~ 500
z 0.2
o
= 400 0.1
g < 0
& 300
3 0.1
& 200 0.2
0.3
100 . « Training data
— Current hypothesis 0.4
N | | | -0.5 ' ' ‘ !
10001 2000 23000 4000 1000 -500 0 500 1000 1500 2000
.60 Size (feet”) 0o
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f‘Batch”_ Gradient Descent

“Batch”: Each step of gradient descent
uses all the training examples.

\% ( he (5¢2) - y)

o
\ =1

Andrew Ng



Linear Algebra
review (optional)

Matrices and
vectors

Machine Learning



Matrix: Rectangular array of numbers:

. ([Rq o l

{401 Q7]
133+ L2
2 T¢a w33
—2 L |‘+’2' qu-z ]
/ & x'l rv\cx\-n%

Dimension of

TAad\\ /n
B

T™ T ¢
=2

D xR Mo € ixe

W

atrix: number of rows x number of columns

Andrew Ng



Matrix Elements (entries of matrix)
&

—= [ 402
4 |1371 821
51949 4437
— (4D 1448
O - A .
A;j = “i jentry” in the ith row, j*% column.
n oo \G& oL M&' Um&c‘-id (Q:Poo\
A\')_ = (Al /; 1\
A, = |43 3

Aq.l - ]Ll":\"

Andrew Ng



Vector: An n x 1 matrix.
- T X
i N g

232)
@: @ <— & - Qimentord vector . mq

178

y; = i element 1-indexed vs O-indexed:

= 4T [ule [ [w] <« Yo
\jltqeo y = Y2 |& Y = Yl | e
Y ® ~30 | Y3 |& Y2 | <«
- i At | i
/“)mlﬁ,CIXJ &,\g,ﬂ L'V‘ L_.O-\A A

Andrew Ng



Linear Algebra
review (optional)

Addition and scalar
multiplication

Machine Learning



Matrix Addition

R
> 0] [@ 05 S o<
=5+ 5|= (¢ o
>3 1] © 1 32\
o T e T

-3/< 2 %2 =

Andrew Ng



plication

Scalar Multi

[

Andrew Ng



Combination of Operands

Sed

m o\A

1]

S0 ) o TE
3x |4+ —110{ /3
:\;})v, ~ j '2' - —2— —S c‘!N" &Vlg:g,\
4 ©] \[ O] molvix sh¥mckion /
- @ - @ Veestor Subtalion
ol & @
-~ - _ — M&f‘." 0&»"*’%?
| 2 Veror addon
\2 L Il ho:‘r}-z
....‘O} 3- &‘\uw\gr;,.cl vewsto~

Andrew Ng



Linear Algebra
review (optional)

Matrix-vector
multiplication

Machine Learning



Example

A P

Gxg) + orS =G
2xl + %S =4%F

Andrew Ng



A X x =y
) ——— ) r— é EE—
-* .« . e-. c
~- ! &
~ ” > X : -
- ’ &
el L G L — | . | &
144+ . & _ ¢
Imlx‘n matrix nlx 1 matrix Ddlmensmnal
(m rows, (n-dimensional vector
n columns) vector) L

(To get yi, multlpIyA’sz row with elements
of vector Z, and add them up.

Andrew Ng



Example

o) [ Ve ™
= [[a] < \3
'E’— L._‘:,'l
e
| « | 4+ 233 + el TSl o= 4 ,

.-\ )‘(-l-("’ 2)%1 + Oyl = OY(

Andrew Ng



House sizes: L/
>0 hole) = €002}
- 1416 —

~ 1534 he (%)
s ) e
MO.‘\'(‘.“- ot x Moc- -

[ o] CToxl + 028 2uf
T &%

T;{I—‘Tff} X = [-4ovl+0 2:Wx\U16
I 252¢ |

| -1 /P \ 7 L_‘—g_
@&&ic‘\"\“ﬂ = Do."\‘o.mr’(® ?M : gor vz L@ )\ooo,
L f j P-I‘b\'o\"'on (D) .-
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Linear Algebra
review (optional)

Matrix-matrix
multiplication

Machine Learning



Andrew Ng



Details:

A X B
_ _ O i
X

e ) .
&-nx\ B

'n{matrix la matrix

(m rows, (n rows,
n columns) o columns)

The * column of the matrix (' is obtained by multlplymg
AWIth the *" column of B. (for i=1,2,...

0)

L

|mxo

matrix

C
.

cl

\

Andrew Ng



Example

@1‘1_ A RE YA
1 3]10]/1] vVva & 7
2 5113121 [1£ 2 |
- R S
lx O + 3%} P

i
3

2x0O + S

~~

j:lelﬂ-Z%\J b
2

LZ:‘( + S¥2

(!

Andrew Ng



House sizes:

<£

2104
1416
1534

| B2

Matrix

2104
141

———

1
1
1 153
1

H~1 OO

852

L i

Matrix

—40) ®ooo 150
*10.25) flo.1) | 0.4

Andrew Ng



Linear Algebra
review (optional)

Matrix multiplication
properties

Machine Learning



'1 K S = S xl b Commv“o?t:ve )
A"

Let A and B be matrices. Then in general,
{1 X B # B X A. (not commutative.)

x Q
e L0 0 -[2 0 A
0 0/|2 0] [0 0
e A AzQ  © m¥m

>
0 0]t 11 [0 o —
2 ollo ol T |2 2 BxA »  nxn

~1 -~ Q

Andrew Ng



Ixox2 U y
V% \O =30 < VS »t X ASSOC—\O:\'\\R J
4\
H;c (GXC_B é—
Ax BxC (AxB%C &
X X . E—

let D =B x C. Compute Ax D. , Rr (8%
let £ = A x B. Compute £ x C. (A»8)x C

&>So-q

anfwe, .

Andrew Ng



2 |

] ‘\Siw\’i‘j vz =3+ =

Identity Matrix L oo0gy

Denoted l(Oranni-
Examples of identity matrices: \“[_utm\\ﬂ ..

0 0 0 (] —
DRy o o T O
3x3

X

|
el 55 0 0 &
: l(l)x4 l’O L\
For any matrix 4, 1 M ete -
AR A=A T, [ AL #TA irgeel
77X YK Sl
MY w m _— ¥ n “’W‘V\ A'S--—@IFI v~

Andrew Ng



Linear Algebra
review (optional)

Inverse and
transpose

Machine Learning



S
: O (%ﬂ R
Not all numbers have an inverse. = Undedinel
.« . @ Mmoks/ix _
Matrix inverse: - L:;w“s_ ._“‘.[MM) A~ n.1e o]
If Ais an m x m matrix, and if it has an inverse, SIS

—> AAN=A"'A=1

L - -6\ [
2 L ‘1 K_-o 08 00‘1‘3 ] Rl
n"n

\
4—52— D n_-l

Matrices that don’t have an inverse are “singular” or “degenerate”

F
Andrew Ng




Matrix Transpose

2
Example: \‘(-;H R AT — ;

2% 3
Let A be an m x n matrix, and let B = A1, **%

Then Bis an n x m matrix, and

Bll = y‘\u =2
E32— =Qq A:} = Q.

Andrew Ng



Linear Regression with
multiple variables

Multiple features

Machine Learning



Multiple features (variables).

Size (feet?) |Price ($1000)

—2 X Yy €
2104 460
1416 232
1534 315
852 178

h@(ﬂ?) — 9() -+ (91513‘

Andrew Ng



Multiple features (variables).

= Size (feet?) | Number of | Number of | Age of home Price (51000)
bedrooms floors (years)
Py K Ka N~ \‘j
2104 5 1 45 460
== [1416 3 2 40 | 232\ wmz= 41
1534 3 2 30 315
852 2 1 36 178
R A 1 7 < Tlgig
Notation: 7((?.\ =| 2
—> N = number of features n=% —_— L‘? <
—> ) = input (features) of gth training example. ) °

()

—»x, " =value of feature 7 in *" training example. '743 =2

Andrew Ng



Hypothesis:

Previously: hg(x) = 0y 1
y:  hg(x) -

]\e(.\“\:‘ go + glxl = glﬁ‘-} < Sl\(S < 9@)(%

QS. \\9(,5—- %E-‘c f)_-\*, to.ol¥, t Sy ~ 2 ¥y

T

9=

Andrew Ng



5h9()—90—|—913}1—|—92$2—|— —|—(9 CBn

(\)
For convenience of notation, deﬁne ( X6

*o—\
%: W | _ S.
L e <R S= o %(Rm' [eo S, 0, ] | %o
){ i : L :; Ky
L Xa | Y
=1 - S,\ 1 Y :
he) = Ocrot O 4 - +Ou¥n g, | wabe, =
o<

=|®T><vl

Multivariate linear regression.é—
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Linear Regression with
multiple variables

Gradient descent for
multiple variables

Machine Learning



D o= l
Hypothesis:  ho(x) = 0Tz = Opxo + 60121 + b0 + -+ - + Op

Parameters: Q‘G’,—Q‘lﬁ'@vz S Nt - &'\mlo«:\ Nextor

Cost function:

1 . |
- Or sy = —— 3 (o) — )2
OyVlyee-yUnm I /L':l(he(aj ) Y )

=S(S)

Gradient descent:
Repeat {

. 0
—--) 9] o« — 0] — aaej u]<907 T 749107\_ 3(8}1

} (simultaneously update for everyJ = 0,...,n)

Andrew Ng



Gradient Descent

Previously (n=1):

Repeat {
> | bo:=100 —
|55, (0)
1 — | NP
= \b; =0, —a— Z(he(a:(z)) _ y(z))ﬁ)
mi3 K(ar’""’

(simultaneously update Uy, 0/1)

4

New algorithm (1 > 1):

Repeat { v
1 — . N
0 — of— > (ho(z®) —yD)a! )J
1=1

(simultaneously update ¢, for

>
“a_.-ég—s (®)

4 (9j2

j=0,...,n) (WS _
} x’o “l
T
=00 := 6y — a% Z(he(w(i)) _ y(i)x(()’i
— _ i=1
f1:=0; —a— Z(hg(a:(z)) y(i))azgi)
‘, Oy =60y — Z(he(ﬂ?(z)) y(i))xgi) /
i=1

Andrew Ng



Linear Regression with
multiple variables

Gradient descent in
practice |: Feature Scaling

Machine Learning



Feature Scaling

ldea: Make sure features are on a similar scale.

E.g. 1 = size (0-2000 feet?) &

L2 = number of bedrooms (1-5) <

AT A

7 (6)

— L1 —

size (feet?) &~

2000
L./
number of bedrooms

Andrew Ng



Feature Scaling J, /
Get every feature into approximately a|—1 < z; < 1] range.
Yo=| A “r\
|
b<x, ¢}
-1 <€+ cosv -3 1o RV
\ (
—-— -tb N \/
—loo € «a hoo )V . .
l

— 0:000| & ¥4 ¢JoooD |
A L A

Andrew Ng



Mean normalization
Replace T; with ; — [i to make features have approximately zero mean

(Do not apply to g = 1).
. __ stze—1000 =130
__ #Hbedrooms—2 |-& \M&.—oo-.
%2 N CL: -
- [—0.5 <z < 0.52 E0.5 <29 <05 l
A 4>
&N Vol
% & % =% &, ¥ -
) \w Xrdnvge '}( é—' -
2
&> =

C ¢0~3Q_ ('”‘0-';‘- M-‘n\

e

Cor ctadod deviotron)

Andrew Ng



Linear Regression with
multiple variables

Gradient descent in
practice ll: Learning rate

Machine Learning



Gradient descent
. o,
— 93' e (9]' — a%{](é’)

- “Debugging”: How to make sure gradient
descent is working correctly.

- How to choose learning rate

Andrew Ng



Making sure gradient descent is working correctly.

@n 7(0) T shdl
= Example automatic

0

convergence test:

—> Declare convergence if J (0)

—

decreases by less than

In one iteration.
0 100 200 300 400 <

— No. of iterations ’)&

2 0, eoo, ooo,000

Andrew Ng



Making sure gradient descent is working correctly.

Gradient descent not working.
)Use smaller Oél <

No. of iterations No. of iterations

- For sufficiently small ¢, J(H) should decrease on every iteration. <—

- Butif & is too small, gradient descent can be slow to converge.
.,?_——-

Andrew Ng



|
3
Summary: —> \(Q

- If @is too small:slo ergenc .
— HiYers

- If ais too large: J(¢) may not decrease on
every iteration; may not converge. (SClew Convegy

C,\\Cb ?::Ss'\-(,g\
To choose ¢, try
,0.001,000% ,0.01,002 ,0.1,-2 [ 1,...
™ \—}7\)'( =7 N2 A

4°3>< I e &Ry

Andrew Ng



Linear Regression with
multiple variables

Features and
polynomial regression

Machine Learning



Housing prices prediction

hg(x) = 6y + 61 x!.frontage-!—l— 05 x(.clegth( y

K Y

Andrew Ng



Polynomial regression

T2 0 + 12 + Oox”
Price S 5 5
(v) - L—> 0o + 01z + Orx” + Oz
Slize (x) | | | Swe \-— ‘600
ho(z ) 2 +91x1+92x2+93:€3 < Size : |- 1600,0880
v 1(%€)+ o(s12€)? + O3 (size) Svel: |- (0%
=Ty = ( )
—> Lo = ( )
= x3 = (size)®

Andrew Ng



Choice of features

Price

(y)

Size (x)

> ho(x) = b0 + 01 (size) + Oa(size)? _ \(‘ -

_a@(@ :ﬁmiﬁmegm}

Andrew Ng



Linear Regression with
multiple variables

Normal equation

Machine Learning



<
N
a
N—r"

|

Gradient Descent

0

Normal equation: Method to solve for 6
analytically. -

Andrew Ng



Intuition: If 1D (0 € R)

= J(0) = ab?* + b8 + ¢ J(9)

A i Set

-&—-Q“'S(QB = oo = O

gbl\)e, gof- @ 7

n 1 — ) 1)\ 2
0 c Rl {(90,91,---,97%): %Z(he(mﬂ)_y())
ot 1=1
@%jJ(@) —=..-=0 (foreveryy)

Solve for 0y, 01,...,0,

Andrew Ng



Examples: m = 4.

Size (feet?) | Number of | Number of | Age of home Price ($1000)
\l, bedrooms floors (years)
~5 T X1 ) X3 L4 Y _
1 2104 5 1 45 460\
1 1416 3 2 40 232
1 1534 3 2 30 315 -&
1 852 2 1 36 178
= = — T _
1 2104 5 1 45 460
|1 1416 3 2 40 232
ZX =11 1534 3 2 30 Y= 1315
1 82 2 1 36 178
m % Gt ) M - Somencad Jedkor
[6=(TX) " 1XTy] «

Andrew Ng



m examples (1), y(i)), ol (g(m), y™)) . n features.

[& [ — ) — 1
g (&) —
2@ o 237 | |e g+ K= '-
. (&Qstss\ .‘_M |
B moknw ) | (™) —
k ‘ W o (-0\1") - 3(\) -
- 1- “‘
: | X I _) ‘ b Q)
Fg. If 209 = ' - _| 3
"= ‘ L IS
-1 (0 ("\
© = (%) X-Tj ‘”’mf: \ | J i

Andrew Ng



@:Z(XTX)jXTyﬂ <

(XTX)_l is inverse of matrix XTX.
Saux A XTK

OctaVEZ pinv b(’ *Xi*X’ *y K

f'\mLXT‘t)(\ *X-T’K"j
= T "l T :A_S
S=6 (X'*) X'y Mo (Q\




m training examples, 1 features.

Gradient Descent Normal Equation
—>e+ Need to choose «. -» ¢« No need to choose <.
-+ Needs many iterations. | 2* Don’t need to iterate.
* Works well even * Need to compute
when n is large. — Ei mm Ol 3>
7 * Slow if 1 is very Iarge
n= 1(15 nN= (60
- h= GUD
(___ _ _ - Nh* (00vD

/

Andrew Ng



Linear Regression with
multiple variables

Normal equation
and non-invertibility
(optional)

Machine Learning



Normal equation

T
0= (XTX)1XTy fakal

- What if’l)?TX[is non-invertible? (singular/
degenerate)

- Octave: pinv (X’ *X) *X’ *y EE@

/'7 : TV
>

Andrew Ng



What iizXTX‘s non-invertible?

N
 Redundant features (linearly dependent).
E.g. (%1 =size in feet? o = 3.28 feot
Stz lo &
hs leo €
__*> Too many features (e.g.m < n). o«R"’

- Delete some features, or use regularization.
$ \oster

Andrew Ng



Logistic
Regression

Classification

Machine Learning



Classification

< A
~> Email: Spam / Not Spam?

—> Online Transactions: Fraudulent (Yes / No)?

——

= Tumor: Malignant / Benign ?
o 0: “Negative Class” (e.g., benign tumor)
— Y € {O, 1}

7‘ 1: “Positive Class” (e.g., malignant tumor)

_>36§O/‘/7-133

Andrew Ng



~——

- (YES) 1

|
| X X X
Malignant ? o |

< il

“VEV /RN
Torsize =Fumor Size

]v\e(x\ = O'x

—» (No) O

—> Threshold classifier output hg(z) at 0.5:
— If hg(x) > 0.5, predict “y = 1”

If ho(z) < 0.5, predict “y =0”

CE—

Andrew Ng



Classification: f[y = 0 or 1,
A A

hg(x) canbe>1or<0

g T
A ¢

Logistic Regression: 0 < hg(x) <1

k_ —C:-Laggr(-i(_.&-l on

Andrew Ng



Logistic
Regression

Hypothesis
Representation

Machine Learning



Logistic Regression Model 1\8 () = -
Wantz() < hg(z) < 1! |1+ ° F |

— (HTx)
= o 1

> 9@ = \+<>_7._/
&T»
~Sigmoid function
> Logistic function

Andrew Ng



Interpretation of Hypothesis Output )\g (")

he(x) = estimated probability thatly = 1jon input x&

Example: If z = | 0 | = b
xampie: 1t & = r1 | | tumorSize |&—

holz) =07 Y=

Tell patient that 70% chance of tumor being malignant

he, ) = ?(‘:3"‘ \* ) “probability that y = 1, given x,
- parameterized by 6"

= O orl > Py = Ofmgf) +(P( —1;-9)_11’
2 —>P(z—0\fc 0) —‘T—QWFF@“ )l

Andrew Ng




Logistic
Regression

Decision boundary

Machine Learning



Logistic regression 1 g(2)

ho(z) = g(0" x)

_ 1 >
g(Z) T ]__|_€—z 7
Suppose predict “y = 1“if ho(x) > 0.5 6@33 Ny

©Tx >0 When, 2= O
he )= 4 (6T
predict “y = 0“ if ho(z) < 0.5

CLE e gl <o

whea 7 <L O

Andrew Ng



%Ee(x) — 9(90 + _9_15131 —|—Q2,CL‘2)1
P # # W

t/ KKy

] J
Predict “y = 1“if —3+x1 +22 >0 |~ hel) =05

L— © T X\'h‘z'-'l‘a(
>X’+\(1 >/3 X

¥ €3
SO

' (

-3
DZLXSA on \'>°W\&«"af

|

Andrew Ng



Non-linear decision boundaries

o \L fo17
Oesrd // - O o
XK \poud 9( ) (6’0 + 0121 + 925172 ? ?
' - +935L’1 + 94x2) L
X1 ATEE T
Predict “y = 1“if —1+ x4 + x5 > 0
l\‘(**\“'\J x‘-l-)(; >\ -

ho(x) = g(bo + 0121 + 22 + 0327
+042% w9 + Os223 + OgxiTe + ... )

—— —

Andrew Ng



Logistic
Regression

Cost function

Machine Learning



Training {(@D,yM), (@2, 9, (&™), y™)}
set: - -

L0
m exampleg T € ml L 0= 1,y € {0,1}
— | { L tn -JR
ho(x) = 14+ e 0z
-

How to choose parameters 0 ?

Andrew Ng



Cost function

- tirrear regression:
Los;s-{;é

G-

non convex”

Andrew Ng



Logistic regression cost function

— —

—log(hg(x))} ify=1
Cost(hg(z),y) = .
o (__9(513) ;?‘.J) { —log(l — hy(x if y=2~0

= Cost =0ify =1,hg(z) =1
Ify=1 [But as  hg(z) =0

Cost — oo

— Captures intuition that if hy(z) = 0,
(predict P(y = 1|x;0) :-QWE
we’ll penalize learning algorithm by a very
large cost.

OR '417’9 (ZU ~1




Logistic regression cost function

_ —log(he(x)), ify=1

Cost(hg(z),y) = {! —log(1 — he(gx)zJ ifty=20

If‘_\i_:_(l= ‘
—-\trg () -2 )

Andrew Ng



Logistic
Regression

Simplified cost function
and gradient descent

Machine Learning



Logistic regression cost function

—= J(0) = % 3" Cost(hg(z), y¥)

)"') _ —log(hg(2))\ if y =
A —Tog (L — ho(z)) 1fy—()

Note: y :‘@ or !always

> Conlhai) = -@lgled - (g \@,ms

1€ w=l: C»C'\'(\'\OL"LS\ = ‘\03‘\5(%) 6’
1€ US"'D' COT\' (helY-\;:jS - - (0-3 Ll"\\Q()‘\B

= Cost(hg(x

Andrew Ng



Logistic regression cost function

J(O) = L f: Cost(hg (@), y®)

1=

_ ;%[Z y D log ho(z)) + (1 — y@) log (1 — hy(z™))]
N

To fit parameters 6 :

in J (60 o
min (2/Q+§

0

To make a prediction given newZ:

Output hy(x) = ;QTQ: ‘J[kj—-i lw,g\

Andrew Ng



Gradient Descent
= J(0) = —=[> y D log hg(aW) + (1 — yV) log (1 — hg(xV))]
i=1

Want ming J(6):
Repeat {

0; :=0; — agg-J(0)

} / (Eimultaneously update all 0;)
- NG

g ; ()
2 Te -t £ D -g7) 5

Ae:) V=

Andrew Ng



Gradient Descent

J(0) = =23 yDlog hg(2) 4+ (1 — y@) log (1 — he(zD))]
i=1 6. 2 C oo
Want miﬂ@ J(e) ©-= 12; (; r o= s n
Repeat { é.,\ _h_
‘-7[@3 ::@j—az ho )\‘(x)=é7<
1=1
\

> La("‘): \1-3-5*;

Algorithm looks identical to linear regression!

Andrew Ng



Logistic
Regression

Advanced
optimization

Machine Learning



Optimization algorithm
Cost function J(6). Want ming J(6).

Given_f, we have code that can compute

Gradient descent:
Repeat {
—= 0, .= 0; — of-2-J(0)]

}

Andrew Ng



Optimization algorithm

Given 6, we have code that can compute

- J(0) <«
- a5/ (0)\&  (forj=0,1,...,n)

Optimization algorithms: Advantages:
- - Gradient descent - No need to manually pick @
- Conjugate gradient | - Often faster than gradien;c—-
- BFGS descent. j
- L-BFGS | Disadvantages:
- - More complex &—

Andrew Ng



; n S(®) .
C N e ey
D 62} 025,81 > A jVal = (theta(l)-5)*2 +
_ — £\ 2 . E\2 (theta (2)-5)*2;
g J(@) _ (01 5) T (92 5) gradient = zeros(2,1);
- a%J(e) = 2(6; — 5) \ gradient (1) = 2*(theta(1)-5);
1 gradient (2) = 2* (theta(2)-5) ;
0 _
- 8—92J(9) = 2(03 — b5)
> options = optimset('GradObj’, ‘on’, 'MaxIter’,6 ‘'100’);

= 1nitialTheta = Egros(ZL;);
[optTheta, functionVal, exitFlagqg]
= fminunc (@costFunction, initialTheta, options);

v 7 QD> A2,

Andrew Ng



- 0 43— '\\\{3‘0\{_\_ L/

theta = | 7' T~ feetal®)

L6, 5— ‘e kalnt v

[;unction 1@ SE radieni] = costFunction(thetaLf
jval = |co e to compute J(H!Z]

grad:.en@ [tode to compute 87‘] 9!]
gradlent@ = [Eje to compute 8_01'](9!] ;

gradient (n+l) = [@e to compute %@)

Andrew Ng



Logistic
Regression

Multi-class classification:
One-vs-all

Machine Learning



Multiclass classification

Email foldering/tagging: Work, Friends, Family, H%bby
1 2 A
3: | 3_1'2 3‘-‘-3 Q= &

Medical diagrams: Not ill, Cold, Flu
Y=l 2 2

Weather: Sunny, Cloudy, Rain, Snow
y= 2 T 4 &«

—& t ——72

Andrew Ng



Binary classification:

X
X
o o\ X
OO
O

Multi-class classification:




One-vs-all (one-vs-rest):

A X
AA XKy x
X

o0

X,

O

X1
ass 1: /\ &

ass 2: [ &
ass 3: X <

O O

10

() = P(y = i|z;6)

R ——
—

X &
? /\ OCC))O W)
o O 1\9 (’Q
o '
. > Ply=1lve)
r Y
SR ST m
0o © ()
> c OOO e (XW
D - —
A 0p0
> X1
A
\ )(2 O x (1)
OO0 XxX )\e (X‘)
X
020
\ >
(i=1,2,3) X1

Andrew Ng



One-vs-all

Train a logistic regression cIassiﬁerhéi)(x) for each
class ¢ to predict the probability that y = ¢.

On a new input Z, to make a prediction, pick the
class 2 that maximizes

max héi) ()

Iy

Andrew Ng



Regularization

The problem of
overfitting

Machine Learning



Example: Linear regression (housing prices)

3 3 y
a o % o R
Size Size Size
— 90 + (913j -> (90 + 6’1513 -+ (92$2 = 0y + 01 + 92932 + 93333 + 945174
2 sa ‘ " Y . (] ey \s . ) T
“Qudeht” g o duse cight “ovetit” THyh i

Overfitting: If we have too many features, the learned hypothesis

may fit the training set very well (/(6) = 5; > (he(2") —4)* ~ 0) but

1=1

fail_to generalize to new examples (predict prices on new

avambpnlec) Andrew Ng




Example: Logistic regression

'5h(9(33) = 9(90 + 60121 + 92332) 9(00 + 6121 + Oox9 9(90 + 0121 + 9237% &

(g = sigmoid function) +0327 + 0425 X -|-(93Cl73] CCg + 94$§| 3
< +05z123) +95{1__x2 + Oy + .. .)

e ] 8"{" y
Qnda S Ot

Andrew Ng



Addressing overfitting:

1 = size of house Y

ro = no. of bedrooms &

T3 = no. of floors (

T4 = age of house \

T5 = average income in neighborhood Size
Te = kitchen size

2100

Andrew Ng



Addressing overfitting:

Options:

1. Reduce number of features.

—> — Manually select which features to keep.

—>— Model selection algorithm (later in course).

2. Regularization.

- — Keep all the features, but reduce magnitude/values of
parameters 0.

— Works well when we have a lot of features, each of

which contributes a bit to predicting ¥.

Andrew Ng



Regularization

Cost function

Machine Learning



Intuition

Price
Price

Size of house Size of house

o + 0120 + By 0o + O + o2 +?)c< %

Suppose we penalize and make 3,04 really small.

m

1 ; y 2
—> min Z(he(az( ) —y)? & \oeo ?2 ¥ leco By
. 1=1 _ —

——

—

Andrew Ng



Regularization.

Small values for parameters|0y, 61, ...,60,
— “Simpler” hypothesis =\
— Less prone to overfitting <—

Housing: .
— Features: 21,%2,...,%100 &
— Parameters: 6y,601,60,, . ... 0100 P
 l -’I;’L (7, -, 7]
1 i i)\ 2 Z &
J(0) = o= [ 3 (ho(xD) —y D)2+ X = &
1=1 L — —1

?{ @. ,ét,eg,,,,...,?c—.@ \ \94

Andrew Ng



Regularization. S
o J(0) = o | 3 (ho(a®) — D)2 £ XSS 02| €

A | N fegu\cuiqa on

m@in J (9) N ¢ oMt~

Price

Size of house

Andrew Ng



In regularized linear regression, we choose 6 to minimize

- - &n -
1= j= |

What if A is set to an extremely large value (perhaps for too large
for our problem, say A = 1019)?

o @ll g_\’- /93, @g‘,
% - —_
Q e %0 G X0
E X “L.Q.\M'EI’ 8‘3 ‘0 e‘( A—D

o)

ijm = 6.
\\190+9>(+M+9};§+@}& |

Andrew Ng



Regularization

Regularized linear
regression

Machine Learning



Regularized linear regression

1=1

5 (ho(2) — y®)2 +(3 ijl 92

)




Gradient descent
Repeat {




Normal equation

(2T e Ty(D)”
X = ; y=1 : R
| (@m)T | = T ym
mx (ael) -_}_—— < (93 gé_{. o A
> min J(0) L B ~ L)
T o e°’s o=t

Andrew Ng



Non-invertibility (optional/advanced).
Suppose M <n, &=

(#examples) (#features)

= (XTX)"1XTy » "
- won - javertiHa /::.3\\“,_ L —
If A >0,
_O _ 1
! 1
0 = XTX + A XTy
b ——— | 1_')

Wirdidg

Andrew Ng



Regularization

Regularized
logistic regression

Machine Learning



Regularized logistic regression.

L %
h@(dﬁ) — 9(90 + (915131 -+ (9233'%

+03x%x9 + 042775

+O0sx2xs + ...

7

Cost function:

= J(0) = Z v log hg(z® + (1 — yD)log (1 — hg(x?)) }

z+._>L.<:® 1\9*" X

2M L |

Andrew Ng



Gradient descent
Repeat {

4(7/:}9:,1,2,3,...,70 —
S, ... o,

e .

() WO R

Andrew Ng



Lol o) TR el

° ° ° . _—
Advanced optimization ~— 7 s Fled. 1)
b o Nedaln+0)
~=> function [jVal, gradient] = costFunction(theta) ' ‘*fexnH

jval = [code to compute J(0)1 ;
= J(0) = {—% 5 5D log (he(x®) + (1 - y@)log 1 - h9<w<i>>} 2 i l

=1 J

—> gradient(l) = [code to compute Iaigoj(g)i] ; \y
& 2 (ho(2) =y )y e—

1=1
—> gradient (2) = [code to compute \821 J(H) 1; —.S‘(®>
Q% > (ho(@®) =y i) 201 &=

=1

—» gradient(3) = [codeto com;ute 3(32 J(0 17

2 (ho(a®) =y )z} 20,

=1

gradient (n+l) = [code to compute 3 8 J(H) 1;

Andrew Ng



Neural Networks:
Representation

Non-linear
hypotheses

Machine Learning



Non-linear Classification

v

g(0p + 0121 + O24
Osx120 + 94:1;%:1:2
(9533?372 -+ ‘9633133% + ... )

= ¥, “P‘z;‘h\(y,\f_i A R SN IS

~ {00 Leetore. 6('\13
€T _— i *1
* * ' e 1 X °
332 — # bedrooms ¥ h- ( o0 7 L Y 1 X'L ¢ / tod Z 0
T = # floors p— .a %‘Y:Y 5, *"7.\‘_2’ X'o*'\*{'{-,-. i !

L4 = age

O(“‘g\ \qo ,o00
7

L£100 — B

Andrew Ng



What is this?

You see this:

But the camera sees this:

194
130
114
87
1oz
94
63
4]
20
50
72
67

210
139
126
103
11z
95
71
56
43
50
59
61

20l
190
140
115
106
79
69
63
69
57
53
58

212z
2zl
1588
154
131
104
93
99
75
69
66
65

199
209
176
143
122
105
89
63
56
75
84
75

213
205
165
14z
138
124
9z
45
4l
75
9z
78

215
191
152
149
152
129
98
60
51
73
g4
76

195
167
140
153
147
113
95
82
73
74
74
73

178
147
170
173
128
107
89
58
55
53
57
59

158
115
106
101
84
87
88
76
70
638
72
75

132
129
78
57
58
69
76
75
63
59
63
69

209
163
88
57
66
67
67
65
44
37
4z
S0

Andrew Ng



Computer Vision: Car detection

What is this?

Andrew Ng



Learning
Algorithm

pixel 2 +

+ Cars pixel 1

= “Non”-Cars
Andrew Ng



Learning
Algorithm

pixel 2 +

+ Cars pixel 1

= “Non”-Cars
Andrew Ng



Learning

Algorithm
pixel 2
R 50 x 50 pixel images—> 2500 pixels
bixel 2 \n = 2500| (7500 if RGB)

_ — -
pixel 1 intensity 7] & =55
pixel 2 intensity &

- L =
S pixel 2500 &
B intensit B
4+ Cars pixel 1 Quadratic features YSEZ X x;): =3 million
T features

= “Non”-Cars

Andrew Ng



Neural Networks:
Representation

Neurons and
the brain

Machine Learning



Neural Networks

- Origins: Algorithms that try to mimic the brain.

- \Was very widely used in 80s and early 90s; popularity
diminished in late 90s.

~> Recent resurgence: State-of-the-art technique for many
applications

Andrew Ng



The “one learning algorithm” hypothesis

Auditory Cortex
p——

Auditory cortex learns to see

[Roe et al., 1992] Andrew Ng



The “one learning algorithm” hypothesis

">—" Somatosensory Cortex
~
R

Somatosensory cortex learns to see

[Metin & Frost, 1989] Andrew Ng



Haptic belt: Direction sense Implanting a 379 eye
[BrainPort; Welsh & Blasch, 1997; Nagel et al., 2005; Constantine-Paton & Law, 2009] Andrew Ng



Neural Networks:
Representation

Model
representation |

Machine Learning



Neuron in the brain

71 W,

Denduie wr“*« Axon terminal
wWileg
Q ] /
LAY cellbody h
‘ Node of Ranvier/ ) & A
; . ~’<~ ~ N =Y

'/f N \ Axon | Schwann cell

Nucleus / Myelin sheath

\u )
out Yl&'l' Lo (= ’

Andrew Ng



Neurons in the brain

\.'\USAQ.

[Credit: US National Institutes of Health, National Institute on Aging] Andrew Ng



Neuron model: Logistic unit _ . o

L0 (9()
|1 o 01
v L2 0= 02
Nhput” T3 03
VA T
> hg(x) \ “weighte &
he (D= —&
= Wt e ° \tes C ‘:W“\‘m‘l

Sigmoid (logistic) activation function.

3(2\ * e 2

Andrew Ng



Neural Network

Hdden \asier

S
Laye,rL3 B Ou-howl ,43@

Andrew Ng



Neural Network

N a,gj) = “activation” of unit 7 in layer

—» O(7) = matrix of weights controlling
function mapping from layer J to

layerj + 1
A r q () o }\ (x)
Tomts 2 widdi vk, S W =)

= af?) = 9(@%)370 + 0571 + @;_12):1;2 + @%)_51?3) © ~

= af’) = g(0%)xo + 05 x) + 04wy + 4 23) J
—> ho(z) = ai”) = g0 + 07 a? + 017as? + 63 ay)

= |f network has s; units in layer 7, Sj+1 unitsinlayerj + 1, then®(?)

will be of dimension SEED X (3(2]4‘-17_ Qs K(Qj * (\ N
-~ pro— %1 -

Andrew Ng



Neural Networks:
Representation

Model
representation |

Machine Learning



(-?Forward propagation: Vectorized implementation
.. @

—> he(x)
o) _)71 Vv
\ ¥}
) \ \ =
/1 A ) O\B“ \I-\ “ ...-}-
‘\\:* x
2)]_ ( > ( > (1) a > 2,
~ay”|= g(€ :vo+@_L:E +@33x +6os2%) , 2
(2)
> Iiéj =g @( )azo + @(1)331 + @(1)332 -+ @g?))a: 7&3
-‘J&@(x) = g( m' E)A/ Oﬁ) 2 T @\4} 2 - @\4) )
@ ( t‘-\ ( l“

lu‘)

e ] §2)
T = L1 2(2) — Zéz)
L2 Y (2)
25 |z
[ L) _ O oM ] 0;:,)
a 2 2(2) Qh}.)
Z S %( k.-) »3 43
Add o) =1, —= ol

~(3) — ©(2)4(2)
he () :jaf?v)z: 9(2(3))

—

pS—

Andrew Ng



Neural Network learning its own features

\
&
| a” V)
7 <
I~ — heo(x)
\\‘4: | agz)
e /’) R 2y (D W) Y
A t\Q(*): S(@toa° *'@l\o*\
' (2) ) (&N Q) v
/7 GBK 4+ | aa, "@.; Ob
@(‘\ Layer 2 Layer 3 Yo ¥, Xy

) ) O
\__/7 -—)Qa ,Q,’QJ

Andrew Ng



Other network architectures

()
@\/ % > —— ho ()

@/\

Layer 1 Layer 2 Layer 3 Layer 4
\h&'\ (t y /E/ o"'\f"‘-'

Andrew Ng



Neural Networks:
Representation

Examples and
iIntuitions |

Machine Learning



Non-linear classification example: XOR/XNOR

= 1, =2 are binary (0 or 1).
A

0, X &Y=l
X, | By=0

Andrew Ng



Simple example: AND

= T1,X2 S {07 ]-}
= y =1x1 AND x5

Andrew Ng



Example: OR function

Ty X2 he ()
0 0 3(-15}
0 1 g (le) X
1 0 X

1 1

Andrew Ng



Neural Networks:
Representation

Examples and
iIntuitions I

Machine Learning



go/lzl

~ 11 OR 29

X1 he(x)

—

0) 9 (\o) 2\

q (-1o) &)O
(NOT 5131) AND (NOT 332)
C i& and Oﬂk

~>X."—"X;=O

Andrew Ng



y ®
Putting it together: z; XNOR z5 °

e 30 e 10 o e 0
T ) s he(@) (o) ‘ () he(a)

' 21) AND (NOT z5) = 71 OR 29
—d
T xgia?) aéQ) he(x)

-0 of[o_ /| | <

> L\@a(ﬂ\ 0 1|l of \ S

1 0|lIC_d O
=1 1 I] OI | =

J

Andrew Ng



Neural Network intuition

Layer 1 Layer 2 Layer 3 Layer 4

Andrew Ng



Handwritten digit classification

R RN

L

AL

N

Ak
1

Y

[Courtesy of Yann LeCun] &= Andrew Ng



Neural Networks:
Representation

Multi-class
classification

Machine Learning



Motorcycle
12 Pe&Q“O\'M')'
> 0‘.7

h(:)(:v) c R4

0 0
[(1) , h@(a:) I~ [?] , etc.
0 0

ar when motorcycle

S

Andrew Ng



Multiple output units: One-vs-all.

ho (CC) c R*

1 0
Want he(z) ~ [8] he(z) ~ ~ H etc.
0 0
when pedestrian when car when motorcycle

Training set: (z(M,yW), (2, y@), . (a0 y(m)
. 0
= 3y one of {0},

I I e S
0|,
L0 AL0 P (-\) (S

pedestrian car motorcycle trucl&j L‘@

Andrew Ng



Neural Networks:
Learning

Cost function

Machine Learning



Neural Network (Classification)
{(zM),y M), (2@, y@), .., (2™, ym)}

L = total no. of layers in network
SI = no. of units (not counting bias unit) in
layer [
Layer1 Layer 2 Layer 3 Layer 4
Binary classification Multi-class classification (K classes)
R i [
0 0 0 1
pedestrian car motorcycle truck
1 output unit K output units

Andrew Ng



Cost function

Logistic regression:

1 | . .
J(6) = —— [Zy@ log () + (1 = y") log(1 — hy(x
1=1

292

Neural network:
he(x) € RE  (he(x)); = it" output

m K
1 i i i i
J(©) = —— |3y log(he (@) + (1 - y”) log(1 — (he(a! >>>k>]
=1 k=1
L—1 s; Si+1

A o%
§ | (e!
=1

=1 g=1

Andrew Ng



Neural Networks:
Learning

Backpropagation
algorithm

Machine Learning



Gradient computation

m K

1 7 i ) 7
= J(0) = —— |3y  log ho(a ™)y + (1 - ;) log(1 — ho(x))
— i=1 k=1
A L—1 s; Si+1
to— YYD ey

~ nlin J(©)

Need code to compute:




Gradient computation

Given one training example (x, v ):

Forward propagation:
)=z
= 2(2) = @(1)g1)

= a® =g(2?) (add ag”)
= »3) — ©2)4(2) layer1 Layer2 Llayer3 Layer4
5a® = g(z®) (add ay”)

= @) — B 43)

> o = he(z) = g(z¥)




Gradient computation: Backpropagation algorithm (3)
l I 5§
Intuition: 5§. ) — “error” of node j in layer [. ) G ") —
. Y%
ut unit (layer L = 4) N

Layer1 Layer?2 Layer 3 Layer 4

() . (R
Oy £ )
e ©) 2




Backpropagation algorithm
~ Training set {(z(M, yW), ..., (z(™) (™)} \.
Set “Ag) =0 (forall {,1,). (wg bv()u’l'z. I &% I(®\>
il

e . -
For i =1 tom & (f_‘" Q")

p—

Set a) = 209

p Perform forward propagation to computea'! for 1=2,3,..., L

Using ¥, compute §(2) =\g(L)] |

P

e 5(L—1), 5(L—2)7 - (2) N

=07+ a5 V< AP o aM Sum (87
N 1 A () ¢ ) l
= = Azy +)‘@w if 7 #0 - J(@) _ D,gj)
= 1AW if j =0 993 _
) m 1) .




Neural Networks:
Learning

Backpropagation
Intuition

Machine Learning



Forward Propagation




Forward Propagatlon




What is backpropagation doing?
B 1 | d . . . .
J(©) = —— [Z.C‘_/(” log(he(x)) + (1 — y)) log(1 — (h@(x("))))]
i=1 )

L—1 Si

S1+1

=1 i=1 j=1
Focusing on a single example =7, y(, the case of 1 output unit,
and ignoring regularization (A = 0 ),

lC\OSt(i) =y log hg(zV) + (1 — yV) log h@(;z;(@)J@
(Think of cost(i) ~ (he (2] —yV)? ) <— N
l.e. how well is the network doing on example i? 5(0

Andrew Ng



W) (Y W
g \3 i ¢

—

Forward Propagation
m

(‘n Xy 1)
0\@\@ s

) )|
®|1 g
() _
——-7_£5j — errc;r " of cost for a (unltj in layer ().
‘Formally, 5\ = @COSt(i) (for 7 > 0), where
cost(i) = y( ) log h@(x( N+ (1 —yD)loghe (™) ‘I

- EEE—— —
‘ < T Andrew Ng



Neural Networks:
Learning

Implementation
note: Unrolling
parameters

Machine Learning



Advanced optimization

g—

function [jVal, gradient] = costFunction (theta)
N L ne /‘k_ Nxy
‘.R > TR Vet cg'\

_6ptTheta = fminunc (@costFunction, initialTheta, options)

Neural Network (L=4): 1
- 0, 02 0B _matrices (Thetal, Theta2, Theta3)

=~ DW D@ DB - matrices (D1, D2, D3)
“Unroll” into vectors

Andrew Ng



Example

s1 = 10,89 = 10,83 =1 s he()

_—_—

=‘@(1) - Rqu’ 02 ¢ RI0X11 g(3) ¢ pix1l

= D) c R10x11 D2) c R10x11 D) c R1x11

’ @(t\ ’ ®(\) @‘3.)
—» thetaVec = [ Thetal(:); Theta2(:); Theta3(:)]:
> DVec = [D1(:); D2(:); D3(:)1];

Thetal = reshape (fthe 1:110),10,11);
~» Theta2 = reshape (thetaVec(111:220),10,11) ;
~> Theta3 = reshape (thetaVec(221:231),1,11);

Andrew Ng



Learning Algorithm
- Have initial parameters 9, 02 o),

- Unroll to get initialTheta to pass to
- fminunc (@costFunction, initialTheta, options)

—

function [jval, |gradi Ve‘ = costFunction (thetaVec)
- From thetavec, get |0 62 oG] reshoee.
—» Use forward prop/back prop to compute DY), D). DB j(@)
and Dgl)’D(2)7D(3) B
Unroll to get gradientvec.

Andrew Ng



Neural Networks:
Learning

Gradient checking

Machine Learning



Numerical estimation of gradients Ustt)

N S/ J(0)
3(%'5-\ ,I-S(s,,_\._‘S[Séﬁ:R
. 2'.‘5['
Y >
©-2Z & O+f
—-&— e) 4 -If(e*ﬁ) - I(-G-i_) \ +¢) (&)
A__O ~ L 2 4 " < — .
¢ =lo N <

Implement: gradapprox = (J(theta + EPSILON) - J(theta -
EPSILON)) - / (2*EPSILON)

Andrew Ng



Parameter vector 0

= 60 € R™ (E.g. 0 is“unrolled” version of 6, 02 0©))

-»e:[el,eg,eg,.. 0
J(6) ~ J(]él_JFeleg,eg, 0.)—J(01—62.,05,....6,)

o=

— 891 2€
8(3 J(H) J(Ql,E2+€i93, Qn)—J(Ql,\HQ—e 937---7971) Kﬁ
U2 T 2€

— qﬁ?ﬂ(](e) ~ J(Hl;92793,...7{9”,4-3)2—6](91,92,93,...,En—65 )

Andrew Ng



' & 7
for i = 1:n, < hd
[thetaPlus = theta; Sicfx®;-¢
thetaPlus (i) = thetaPlus(i) + EPSILON; . o

{thetaMinus = theta;
thetaMinus (i) = thetaMinus (i) - EPSILON;

—

| gradApprox (i) = (J(thetaPlus) - J(thetaMinus))

1
LL_ / (2*EPSILON) ; &
Ay JX N/ S5 ueY.

CheckthaqgradAEBroxF=DVec <

Andrew Ng



Implementation Note: d 4 |
—, - Implement backprop to compute pvec (unrolled D1, D(2) D(3)),

—

—=>- |Implement numerical gradient check to compute\ gradApprox. ‘

— - Make sure they give similar values.
—>- Turn off gradient checking. Using backprop code for learning.
\> OVec
Important: - A LN S

- - Be sure to disable your gradient checking code before training
your classifier. If you run numerical gradient computation on
every iteration of gradient descent (or in the inner loop of
costFunction (..) )your code will be very slow.

Andrew Ng



Neural Networks:
Learning

Random
initialization

Machine Learning



Initial value of ©

For gradient descent and advanced optimization

method, need initial value for ©.

optTheta = fminunc (@costFunction,
initialTheta, options)

Consider gradient descent
Set initialTheta = zeros(n,1l) ?

Andrew Ng



Zero initialization

-7@() = 0 for all ¢, 7, (.

Riso g?)" Q(:.B .

o W _ o
S T@) = 3 gu 36D %‘ z 9_:

Go— —

After each update, parameters corresponding to inputs going into each of

o hidden units are identical.
§ ) 1)
a ¢ « & 2

= Andrew Ng




Random initialization: Symmetry breaking

0 b
— Initialize each ©,. to a random value in|—¢; €]
(|e—e<@()<e) ~
odon, 0%V mokriy (betw. ©
E.g. /‘7 v ad. )
—> Thetal = lg:and(lO ,1ﬂ* (2*INIT EPSILON)
- INIT EPSILON; [FQ)Q]
—> Theta2 = rand(l,ll‘)]* (2*INIT EPSILON)

- INIT EPSILON;

Andrew Ng



Neural Networks:
Learning

Putting it
together

Machine Learning



Training a neural network
Pick a network architecture (connectivity pattern between neurons)

3 £ A\ @R o
~> No. of input units: Dimension of features .:g(_z)

-> No. output units: Number of classes
Reasonable default: 1 hidden layer, or if >1 hidden layer, have same no. of

hidden units in every layer (usually the more the better)

//\ [ T7°) (™©)
- © t (Y
(:}Qi | )213J c oy '°3 &. ? DYy ? g
: ) r
?{ ‘-__QJ ) 2. &

Andrew Ng



Training a neural network

= 1. Randomly initialize weights
—2. Implement forward propagation to get h@(x(i)) for anyz?)
— 3. Implement code to compute cost function J(©) , ~

0
= 4. Implement backprop to compute partial derlvatlves 20 J(©)

l) Ly (ae)
~—» for i = 1:m i_ ( ) (&g ), .. (x /hh%

- Perform forward propagation and backpropagation using
example (z(®,y(?)
(Get actlvatlons am and delta terms 6V for 1 =2,...,L).
—_ 4 (.Q) g 5 C u;)

3

CO\'(:V{Q ;QD e

o S(®),

Andrew Ng



Training a neural network
= 5. Use gradient checking to compare ﬁj(@) computed using
backpropagation vs. using numerical estimate of gradient
of J(O©).
—>Then disable gradient checking code.
= 6. Use gradient descent or advanced optimization method with
backpropagation to try to minimize J(©) as a function of

parameters © \5 R 'S(QD\ hlf
S

5((95 — Mon— Copvex.

Andrew Ng



P

3=k

0.9

Andrew Ng



Neural Networks:
Learning

Backpropagation
example: Autonomous
driving (optional)

Machine Learning



[Courtesy of Dean Pomerleau]



Advice for applying
machine learning

Deciding what
to try next

Machine Learning



Debugging a learning algorithm:
Suppose you have implemented regularized linear regression to predict housing
prices.

T
™m

—> J(0) = — > (ho(z')) — +AZ@2

2m :
=1

However, when you test your hypothesis on a new set of houses, you find that
it makes unacceptably large errors in its predictions. What should you try next?

—> - Get more training examples

- Try smaller sets of features LW IS PR Yo
—> - Try getting additional features

- Try adding polynomial features (9[:%, x%, :L’1:E2,etc )

- Try decreasing A

- Tryincreasing A

Andrew Ng



Machine learning diagnostic:

Diagnostic: A test that you can run to gain insight what
is/isn’t working with a learning algorithm, and gain
guidance as to how best to improve its performance.

Diagnostics can take time to implement, but doing so
can be a very good use of your time.

Andrew Ng



Advice for applying
machine learning

Evaluating a
hypothesis

Machine Learning



Evaluating your hypothesis

Fails to generalize to new

Q
O : ..
S examples not in training set.
1 = size of house
T2 = no. of bedrooms
cize | %3 = no.of floors
, T4 = age of house
= ho(x) =00 + 01z + Op X5 = average income in neighborhood
+ O32° + Oy L6 = Kitchen size
_ 2100

Andrew Ng



Evaluating your hypothesis

Dataset:
Size Price e
2104 400 (2D, 4 D)
1600 330 | e ,;\.35& (2®),y®)
{ 2400 369 [ :
° >
ACT 1416 232 .
3000 540 (w(m)7 y(m)>
1985 300 J \
1534 315
31427 199
= 1 J ey | Mgy = ne.
Yol- st e et Corle
1494 243 Set - ‘3\ ¢
: (QQ) 1
() yiree)) | \Rvest, Yy

Andrew Ng



Training/testing procedure for linear regression

~ - Learn parameterf from training data (minimizing
training error J(é’))

v

-30 ‘/o

- COmpUte test SEt error.
iy ) Gy

3 Yot (%\ = E.: ( (\t test ) 7 Qtest

/r .2"“1-01. =9 4

Andrew Ng



Training/testing procedure for logistic regression

- Learn parameter # from training data
- Compute test set error:

Jtest(0) = _mtlest Z yigé?st log hg (fl?ﬁi;lt) + (1 - yﬁ;zst) log hyg (l’ﬁlt)
1=1
- Misclassification error (0/1 misclassification error):

Andrew Ng



Advice for applying
machine learning

Model selection and
training/validation/test
sets

Machine Learning



Overfitting example

price

hg(x) =0y + 61z —1—_(9_2562
-+ 93333 + 94334

size

Once parameters 6y, 01,...,04
were fit to some set of data
(training set), the error of the
parameters as measured on
that data (the training error
J(6))is likely to be lower
than the actual generalization
error.

Andrew Ng



- i - 6, {25 uts @0\3&0'1\'16&
Model selection B & J \L

) )
&=\ 1. ">h9(33) =0y + bz —=> © —> S-r._,*(@ )

212, he(x) =0+ 01+ 0022 —> & —> Tueu (™

3= 3. h@(:l?) =0+ 01+ ---+ (932133 — 9“-)_:5 T st (8W)

3°10. hg(z) = 0y + 012+ -+ + 019210 O 5 et (")

Choose]go + %xf/é-— A}
How well does the model genera{ize? Report test set o, O }
error Jyest (0. * R

Problem: Jtest(9(5)) is likely to be an optimistic estimate of
generalization error. |.e. our extra parameter (@ = degree of
polynomial) is fit to test set.

Andrew Ng



Evaluating your hypothesis
Dataset:
Size Price
2104 400
1600 330 -y
Cosle 2400 369 s‘:}(“?
1416 232 . (
. £LrL 2
3000 540 (Mew)  (Mey) J{f ()
1985 300 J (@™ Yew ) Kev, Yeu
1534 315 9 Cross vekldotua D0
o ./‘ (:Etesta ytest)
g} 1427 199 F sex  Cev) (2, 42 M-tes4
1380 212 S test) Jtest
20 1494 243 Test set -
(wirer yias )

Andrew Ng



Train/validation/test error

Training error: -
—> Jtrazn — Lm Z y(z))Q _S(S-\

Cross Validation error:

Mecoy

> Jeol0) = 5 D (ho(2l)) = yl))?

Cv

1=1

Test error:

Mtest

%> Jtest(e) — Qmiest Z (he(aj?ge)st) yﬁélt)

1=1

Andrew Ng



Model selection

(i\ (“
1. hg(z) =60+ 60z —> m‘g\S(b\ > O — .6
a2 2. ho(z) =0p + 012 + Og2” > &Y =T (&™)
33, ho(x) =00+ 01+ -+ 0323 —> .eob

<. ")
3910, ho(x) = fg + iz + -+ 01020 & —5 Tey (6%

y=t =)

Pick 0() + 012131 + (9451’)4 <
Estimate generalization error for test set Jtest(9(4)) <

Andrew Ng



Advice for applying
machine learning

Diagnosing bias vs.
variance

Machine Learning



Bias/variance

¢
X
Size Size Size
0o + 012 Oy + 012 + 0522 0o + 017 + 0222 + 0323 + 0427
High bias “Just right” High variance
(underfit) =1 (overfit)

' A 4

Andrew Ng



Bias/variance

Training error: Jiyqin(0) = 5 z(he(w‘(i)) —y9)?

2m
1=1 —
Cross validation error:  J,,(0) = 52— ) (hg(zy) — yJ))? (or Tt (s‘))
1=1
A (o 3 -Ilb\)
& Seo (93 oc Site

error

Price
\
X
X
r Price

),)}: ( de2 degree of polynomialld\/ Size

Andrew Ng



Diagnosing bias vs. variance

Suppose your learning algorithm is performing less well than
you were hoping. (Jeo (0) or Jiest(0) is high.) Is it a bias

—

problem or a variance problem?

™ N (0) Bias (underfit):
ccrgssvalidation —9?—&,&,\ (“\ b-i\\ \0& ‘\‘31\
rror)
\orone T® % Vi (&)
Tirain(6) Variance (overfit):
' (traTn?i%Z error) - ‘K‘k'nh (©) wll \e lew
| ' T, (O D> Sten(®)

e b A= & :
degree of polynomial d
>7

Andrew Ng



Advice for applying
machine learning

Regularization and
bias/variance

Machine Learning



Linear regression with regularization

Model: |g(z) = 9J+ 0,7 + 222 + 93:1:3 +biat <
1
_ (1)) _ (Z) 2
J(0) =5~ Z(he( ) )? 5 - Z 2 | <—
1=1 j 1(—
% X X
) X ) )
g S ¢ &
X X
Size Size Size
Large \ < Intermediate \ €~ ~= Small \
== High bias (underfit) “Just right” High variance (overfit)
"7)\:10000.91%0,92%0_,... —>)\=C>

hgr(x) ~ 0O,

Andrew Ng



Choosing the regularization parameter A

hg(x) = 90—|—91:E—|—02:1:2—|—93:133+9433 &
1(60) = 5 - Zw@( ) -y 292

2m
~7 Jtrazn — 2m Z )2 E LS)
, My _S-km\«
JCU(H) ~ 2m., Z(h ( . )) yc(:v)) Teu
=1 “g*“_,(

Mtest

Jiest(0) = 5= 3 (ho(xjony) — Yion)?

1=1

Andrew Ng



Choosing the regularization parameter A

Model: ha(x) = 09 —|— 01z + Oo2° + 93333 + 9433

1 i
J(H)Z%;(he( ) +—292
1 Try A =0 ej\ — Mm Tle) — e - T (@)
2. Try A=0.01" —= n~Sle\ — o - Teo (&™)
3. Try A=0.02 > 07 ., (8Y)
4. Try X=0.04 : )
5. Try A =0.08 ' = 9(‘) jw(9m>
' )
12.Try A=10 >0 o Tu(6™)

0 LY
d Pick (say) 6©). Testerror: Y., (& m)

Andrew Ng



Bias/variance as a function of the regularization parameter A\
\JOrronea \”“’"-\

Andrew Ng



Advice for applying
machine learning

Learning curves

Machine Learning



- ho(x) = 0y + 017 + Oy
Learning curves o(x) = b + bha + O

& A A
m | |
= Jirain(0) = 5= Y (he(zW) — D)2 « i /,.,\-"“_\ /—?
’L:1 M- M <
‘9‘] o 2mc,U § :(hG (Z) ycv )2 A A

i=1 \Y

A k fr=s | ey
S I 1 )
ARy e

Strana(®) K.
N

error

2~

— M (training set size)

>

Andrew Ng



High bias

%

g 1 v L T,(0)

\;}\f‘“ I [\-S‘\’d-\(.s)
l >

M (training se’?size)

If a learning algorithm is suffering
from high bias, getting more
training data will not (by itself)
help much.

price

Andrew Ng



. , ho(z) =6y + bha + - - - + B0z
High variance (and small \) N

A

error
=
W
£
)
S
oA
A
:
o
price

>
m T .

M (training set size)

price

If a learning algorithm is suffering
from high variance, getting more
training data is likely to help. €

>
size

Andrew Ng



Advice for applying
machine learning

Deciding what to
try next (revisited)

Machine Learning



Debugging a learning algorithm:

Suppose you have implemented regularized linear regression to predict
housing prices. However, when you test your hypothesis in a new set
of houses, you find that it makes unacceptably large errors in its
prediction. What should you try next?

- Get more training examples — Lry \\:ﬁ\\ Norionte

- Try smaller sets of features —» Sxes  high vorionea

- Try getting additional features —» % vwa hgh bies

- Try adding polynomial features(z7, =3, T172,etc) =» e higl bias .
- Try decreasing\ -® fixeg \\:ﬁl\ Lias

- Tryincreasing\ —— &xes high voriona

Andrew Ng



Neural networks and overfitting

- “Small” neural network
(fewer parameters; more
prone to underfitting)

S

Ay

Computationally cheaper

—=> “Large” neural network
(more parameters; more prone
to overfitting)

_=2 7~ 4

Computationally more expensive.

Use regularization (A) to address overfitting.

—S&: ((9\ /r

Andrew Ng



Machine learning
system design

Prioritizing what to
work on: Spam
classification example

Machine Learning



Building a spam classifier

From: cheapsales@buystufffromme.com
To: ang@cs.stanford.edu

Subject: Buy now!

Deal of the week! Buy now!
Rolex wdtchs - $100
Mecﬁl:ine (any kind) - $50
Also low cost MOrgages
available. ] )

q;'(ﬁ)ﬁﬂ

(V)

From: Alfred Ng
To: ang@cs.stanford.edu
Subject: Christmas dates?

Hey Andrew,

Was talking to Mom about plans
for Xmas. When do you get off
work. Meet Dec 227

Alf

Noa- S?dm

Andrew Ng



Building a spam classifier
Supervised learning. * = features of email. ¥ =spam (1) or not spam (0).
Features x: Choose 100 words indicative of spam/not spam.

G o deal | b“tﬁ , Xiscont, ondren ; Now, .

I o | ondrew

\/ o © (L
{ ha \ 100
] R
)( - { &Qg.\ % From: cheapsales@buystufffromme.com
. To: ang@cs.stanford.edu
& &? covvl' Subject: Buy now!

| “?Q Deal of the week! Buy now!

L —

Note: In practice, take most frequently occurring n words ( 10,000 to 50,000)
in training set, rather than manually pick 100 words.

Andrew Ng



Building a spam classifier

How to spend your time to make it have low error?

- Collect lots of data

- E.g. “honeypot” project.

- Develop sophisticated features based on email routing
information (from email header).

- Develop sophisticated features for message body, e.g. should
“discount” and “discounts” be treated as the same word? How
about “deal” and “Dealer”? Features about punctuation?

- Develop sophisticated algorithm to detect misspellings (e.g.
mOrtgage, medlcine, wétches.)

Andrew Ng



Machine learning
system design

Error analysis

Machine Learning



Recommended approach

Start with a simple algorithm that you can implement quickly.
Implement it and test it on your cross-validation data.

Plot learning curves to decide if more data, more features, etc.
are likely to help.

Error analysis: Manually examine the examples (in cross
validation set) that your algorithm made errors on. See if you
spot any systematic trend in what type of examples it is
making errors on.

Andrew Ng



Error Analysis

mcv =500 examples in cross validation set

Algorithm misclassifies 100 emails.

Manually examine the 100 errors, and categorize them based on:

—> (i) What type of email itis _— Plorma, , raglica. , steal poscusards, .

—> (ii) What cues (features) you think would have helped the
algorithm classify them correctly.

Pharma: |2 Deliberate misspellings:
Replica/fake: < (mOrgage, medlcine, etc.)
—> Steal passwords: $3 Unusual email routing:

Other: >} Unusual (spamming) punctuation:

Andrew Ng



The importance of numerical evaluation

Should discount/discounts/discounted/discounting be treated as the
same word?

Can use “stemming” software (E.g. “Porter stemmer”)
universe/university.

Error analysis may not be helpful for deciding if this is likely to improve

performance. Only solution is to try it and see if it works.

Need numerical evaluation (e.g., cross validation error) of algorithm’s
performance with and without stemming.

Without stemming: 54, ester With stemming:3<A acror
Distinguish upper vs. lower case (Mom/mom): 32 o4

Andrew Ng



Machine learning
system design

Error metrics for
skewed classes

Machine Learning



Cancer classification example
Train logistic regression modelhs(x) . fy = 1 if cancer,y =0
otherwise)

Find that you gog 1% erroa on test set.
(99% correct diagnoses)

Only 0.50% of patients have cancer.
— = skoged.  osses.

g— > b ’ S ./\ Q.fl'o r
function y = predictCancer y —
Sy = 0; %$ignore x!
Lreturn - LV TR TP (o34 urror )

—_ qq‘g‘lo b.tce..no.a, (Q'Q ‘/' Q('NI"B

Andrew Ng



Precision/Recall

y = 1 in presence of rare class that we want to detect

p‘_\m Y closs - Precision
(Of all patients where we predicted y = 1, what

fraction actually has cancer?)

— jrm_ ros'd‘; des, _ T rue X:«*\n
'B"el’ck-c\-& t&'\"«& 'Tru. fos *t Fole (°s
\‘ = Recall

(Of all patients that actually have cancer, what fraction
did we correctly detect as having cancer?)

Trua 4&‘\‘&5 “Teoa ot tiuas

N

‘ﬁ'a&u& (Jasl'l’uﬁ-: - Troa (og + Foka “-3

Andrew Ng



Machine learning
system design

Trading off precision
and recall

Machine Learning



true positives

~=) precision

Trading off precision and recall " no. of predicted positive
= Logistic regression: 0 < hy(z) <1 =2 recall = no.:f:ciﬁ:npvﬁﬁve
Predict 1if ho(x) > Q5 64 0A o3&
Predict 0if ho(z) < Q8 &F o o3 Hveshdd 1 0.aq
— Suppose we want to predict y =1 (cancer) 1f e
only if very confident. S
y-% N‘S\Y’ eru.\'Si on , ‘ouv (.c.c..n :é J&:':l:}'%
a 0.5
- Suppose we want to avoid missing too many \)}
cases of cancer (avoid false negatives).
- \'l‘g"’ ('Q.QU\ , \ouv erc.utsion- O.:5 i1>

Recall

More generally: Predict 1 ifrhe(fb’) > threshold| <—

Andrew Ng



F, Score (F score)
How to compare precision/recall numbers?

Precision(P) Recall (R)
= Algorithm 1 0.5 0.4 <
= Algorithm 2 0.7 2__1 <
Algorithm 3 0.02 <&

1.0 6\-
Qe ='\ \ c“
Average: \é | @ Predicx A o\ e 4
Pz0 o« R0 =2 Fstwa 0.
F, Score: @ = = \ l

P—I—R od. =1 = P S =

Andrew Ng



Machine learning
system design

Data for machine
learning

Machine Learning



Designing a high accuracy learning system

E.g. Classify between confusable words.
' {to, two, too}} [{then, than}[
= For breakfast Tate Twe  eggs.

3

Algorithms §

~ - Perceptron (Logistic regression) &

~> - Winnow

= - Memory-based

—> - Naive Bayes — o

N Training set size (millions) 4‘

“It’s not who has the best algorithm that wins.
[ It’s who has the most data.”

[Banko and Brill, 2001]



Large data rationale
-|Assume featurex € R™"! has sufficient information to
predict y accurately. ™~
B \L yz‘%
Example: For breakfast | ate too eggs. <—

Counterexample: Predict housing price from only size <—
 (feet?) and no other features.

PN

p——

Useful test: Given the input x, can a human expert
.confidently predict y?




Large data rationale

= Use a learning algorithm with many parameters (e.g. logistic
regression/linear regression with many features; neural network
with many hidden units).  low bies olgurithme. <

I WO (=) NP1\ NI P | §

Use a very large training set (unlikely to overfit) low worione €

- ;\'roh L@ 2 _.St.q LS)

> '—S{—«A(®3 u..:“ \90- SMM



Machine learning
system design

Artificial data
synthesis

Machine Learning



Artificial data synthesis for photo OCR

o \5L/ )
- &P

As a student
he was no Ein

|CONEInEY? -
[ Tuss fCHE g

[http://www.publicdomainpictures.net/view-image.php?image=5745&picture=times-square] Andrew Ng



Artificial data synthesis for photo OCR

0 HATER Abcdefg

CllirRIATR [RRE
b Pis| IS E SIpior Abcdefg

JE( g[ﬂ Adeefg
ClrdClc

i OTH’eiﬂ Abcdefg
Abcdefg

Real data

[Adam Coates and Tao Wang] Andrew Ng



Artificial data synthesis for photo OCR

™S B intal 7=
O izl [ZEE

i CHlluNIEHEIs
o x:d lA KSR
Clilic AT B’ [k

b Bis|i S E ko
aim|HE N | u 'E

p—

3K af .-
alw e l1I8 \v‘ .
(0} h: - G\m
' & LAII o1
Oﬂ@

ﬁﬂ’“lm E‘

Real data /fl Synthetic data
V4

[Adam Coates and Tao Wang]

Elte E ﬂb‘q@

Andrew Ng



Synthesizing data by introducing distortions

& a8

Andrew Ng



Synthesizing data by introducing distortions: Speech recognition

Original audio (counting from zero to five) <—

Noisy background: Machinery #—

Noisy background: Crowd &

Audio on bad cellphone connection <

[www.pdsounds.org] Andrew Ng



Synthesizing data by introducing distortions

=2 Distortion introduced should be representation of the type of
noise/distortions in the test set.

Audio:
Background noise, <
bad cellphone connection

= z; = intensity (brightness) of pixel ¢
— z; < z;+ random noise.

[Adam Coates and Tao Wang] Andrew Ng



Support Vector
Machines

Optimization
objective

Machine Learning



Alternative view of logistic regression

1
1 +e 0"z

— he(z) =

If y =1, we want ho(z) = 1, 6"xz >0
If y =0, we want hy(z) ~ 0'z < 0

Andrew Ng



L _ : (~. 33
Alternative view of logistic regression

Cost of example: —(yloghg(z) + (1 —y)log(l — hg(x))) <

| 1 1
— ] —((1 —y) log(1 — <
\@ T (( y)log(1 — ————5r)
s ﬂi

If y=1(wantd’z > 0): If y=0(wanté’z < 0):
- RTO'x

-

35

35

3 1 i 3k
1+4+e*

— log

.__
1

25F

2+

15F

1+

05F

Andrew Ng



Support vector machine
Logistic regression:

>y (~loghe(@®)) + (1= y) ((~log(1 — ho(=)))
=1

1=

A n
Yom 225

J=1

.1[
miin —
6 m

Support vector machine:

m . | . . 1
' (1) T,.(9) _ @ T,.(9) - 2
I]aemC’i:Z1 [y cost1(0° ') + (1 — y'\*)costy(0" x )} — 5 ;6’]-

Andrew Ng



SVM hypothesis

mmC’Z [ Jeost1 (0T 2D + (1 — yD)costo (0T D) } 292

Hypothesis:

Andrew Ng



Support Vector
Machines

Large Margin
Intuition

Machine Learning



Support Vector Machine

- mmC’Z ()cost (0T zD) + (1 — yD)costo (6T x ()} 292

CosXy () Cos-‘(,(RX
2% |
/\A__.——\ F‘H
Z &=
-—>Ify—1,we want 9T$21(notjust20) 9"><>‘®~ \

= |fy=0,wewant 'z < —1(notjust<0) ©™<™ ~|

C = lvo,000

Andrew Ng



SVM Decision Boundary

m

melnf‘ ; {y(i)c%tl(@%(i)) + (1 - y(“)COSto(@TJ?(i))] l+ % ; z
Whenever y¥) = 1. =<
eT%G) 2| Mmia - 1 % Q-L
- o 2 =,
ct. Oz & yP=
Whenever 3% = 0: SVt & (Pro

© &) -\

Andrew Ng



SVM Decision Boundary: Linearly separable case

Large margin classifier

Andrew Ng



Large margin classifier in presence of outliers

Andrew Ng



Support Vector
Machines

The mathematics
behind large margin
classification (optional)

Machine Learning



Vector Inner Product B |:U1:| B {vl}
U = SV =

=2 Luow]
“u\:\g 9«3-\‘-\ W vetnr Lh]

> - L\t - \\z eIK
\ F= Q""‘K“" ot (ro'{ﬁ.-hon & v ade .
Joute = pe Mol & =Ty
Signed, T

Zwy, tul, e pER

Ul = C- Null
P<o

\ 4

Andrew Ng



X
o o= (5O
SVM DeC|S|on Boundary
\
j=1__
T (i) . (i) _ = “9[
st.?@x 21! if y 1 25 -

T < 1 if 4 =0 i_ "] 8.0
Singlicstion: O 7O,  n=2

o . ()
?’T‘ ' Q" = lp \\e\\]
ulv = Sm *stt?

Andrew Ng



SVM Decision Boundary Do
) mein%ZQ? '=L2' l\e\lﬂ'e— \

7j=1
£ I 01 > 1 if () =1 \
S/Z]}?F3 0] > if y C varw

PO 0 <1 ify® =1\ "\

Where—p-zi) is the projection of z(J onto the vector 6. . ;
Simpliﬁcation: MosrA fm o> o
RN\ P -

ol \“32'
>

()

‘s‘” el <-1

Andrew Ng



Support Vector
Machines

Kernels |

Machine Learning



Non-linear Decision Boundary
Predict y =1 if

o = 0o+ 0121 + 022 + 031122

%2 + 047 + 0525 + -+ > 0
he®@= €1 il &o+Ox,4 -2 0
- O othuwise .

X

= Q.+ 6,8, + O+ O30+ ...
'Q‘= *\, g).: le -‘cl'{'..\ﬁ‘s‘_l, L“ =*l\l £$:$:’"_

s there a different / better choice of the features f1, fo, f3,...?

Andrew Ng



Kernel

A w) Given I, compute new feature depending

\ \7)

o o % on proximity to landmarks (), 1(2) ()
X

2 g et
. \\x Q\\n“
X, . )\t\x\\\v K

c:.e(\ R . ‘c ] SXM\&'E-&) (5‘, Q ) = ~ g2

'?7_ -~ S\m‘\m“%,(x,ﬂl“) - m‘r( 9“* 9}““ 3

-6
$1- Qm.lt-id'l""&(SB = b.«e 3

QY
,Q\f&g( (G_{”;i\\fuuls\ k(x, 2 )

Andrew Ng



Kernels and Similarity ] R

J1= Similarity(a:,l(_l)) = exp (_1:||93—l;1)||21)

If 2~ (D) - (
B ()
o- QY = I,
-C‘ ’ib‘f(“‘?’?} xl | g
}-Q'S) — ‘L;
If z if far from &_): 2 n
\orge u«\‘f—\z K
£,=e.*f(-~(°‘3 " ) 5>

2 ™

Andrew Ng



Example:

- l(l) p— 5 f]. p— eXp

'7791.', i : S :
Ay T : 7; ' s
g g : = : X
‘,lﬂl ,li"““\\\\\\\ U “’\ : AT : N
I hi SN i
it A (A : .

T, e

| ; Lo : ol ; PG SN
i o R
i - A

sy
T
s ,

X0
AR “0‘ \‘\{\\\\\\

i
Rl

) e W
\
{}

AT
X «‘e‘{x“{?\““\‘s‘\‘\'\‘
PR
BRI

Andrew Ng



$,o\l , L 20, LL20.
D 90 + Ol + ©,»0O +O,3y% O
= -8 ¥ | =2 0.8
&\,Qz,ca ¥ O
*""92*9\‘::_-.;.... ~ ~0.§ < O

&

Andrew Ng



Support Vector
Machines

Kernels Il

Machine Learning



Choosing the landmarks

\ (2
[

é

Predict Yy = L if 0o +01f1 +02f2 +03f3 >0 <
Where to get l(l), 1(2), 1)

.‘b\’ “ ..

/

&
©O o

o & ¥

&9

?

Given I:

— f; = similarity(z, (V)

( va—l“)W)
= exp | — <

2072

{p]
’.U\ 9\(a)
~ o ./ "":
E . ° ° o & 103 1(0‘\

Andrew Ng



SVM with Kernels
= Given (2, yW), (22, (2)2 o () )y,
2)

- choose l<1) = g1 1 )2 22 1m) = (M)
Given example z: — Y ‘;}-o—\
- |f1|= similarity (z, [(V) =15
— |f2 [= similarity(z, 1(2)) :
._,-Qn .\
W
. (1) o, (%)
For training.example (27, y") ; ()
: 3y c‘\) @ el
Sy (X % —
’Am — sim (% kt‘ ('b) J e

_Q(.a = \M( () &(‘\> Q.sf( 7‘.\ \
[ () a(m))

Andrew Ng



SVM with Kernels
i

\
Hypothesis: Given Z, compute features f € R™"! e
~> Predict “y=1" if t9_T__f >0

— 90“‘ x e\(l - * S,.,—Fm

Training:

- m@in C Z y(i)costl (LHTf(i) + (1 — (i))costO(HTf(i))

7T G T

\ Om
_' é Me \\6“ M= \o,000

L

g ©.
L) = i@? = 619 é— e-[il (“8'“*5 G)oj

Andrew Ng



SVM parameters:

C(= % ).>Large C: Lower bias, high variance. (cmall  N)
— -»Small C: Higher bias, low variance. Clorge XY

o?  Largeo”: Features/fi vary more smoothly.
—> Higher bias, lower variance.

[Ty \ T
wep | - ux-zy;t\\ ) /M

L x,

Small o°: Features fi vary less smoothly.
Lower bias, higher variance.

Andrew Ng



Support Vector
Machines

Using an SVM

Machine Learning



Use SVM software package (e.g. liblinear, libsvm, ...) to solve for
parameters 0. A

Need to specify:
=> Choice of parameter C.
Choice of kernel (similarity function):

E.g. No kernel (“linear kernel”) O+t Oty Oa¥n 2 0 nel
Predict “y=1"if 012 >0 5 lome, ™ small

-= Gaussian kernel:
fi = exp <—

Need to choose

Hw—l(iw) e, n emoll
202 , Where () = 20 odles ™ l“'a&

o oo
O‘ﬁ‘

0
T

\
Andrew Ng



u“

Kernel (similarity) functions: NN \D
function f = kernel (x1,x2) [\
L}
-9Hx1 x2H2 X-=> L
f _eXp 2 9 é— 1
4\
return 's‘m

ote Do perform feature scaling before using tile Gaussian kernel.
KE
| x - ll\ ‘ \| = %- 5\

;\\\,\\ e Voxugt +\|’.§ N
(x.-&\ x (xa-R 1\ ~ ... +(\&n—9~n\)

L‘ﬁ|°°° ced-; ]"S \olafooms

Andrew Ng



Other choices of kernel

Note: Not all similarity functions similarity(x, ) make valid kernels.
- (Need to satisfy technical condition called “Mercer’s Theorem” to make
sure SVM packages’ optimizations run correctly, and do not diverge).

. w&-m
Many off-the-shelf kernels available: ./_r 2 b‘ L wjt. X
- Polynomial kernel: klep) = KX )lA_,.vo

@6
(x'r«l\‘s , (xTL= \@ , (\afl“’ )
K r ~

4 4 A
- More esoteric: String kernel, chi-square kernel, histogram

intersection kernel, ... cimlne, B

Andrew Ng



Multi-class classification

T x
X AA
XX AN™ ye{1,2,3,.. . K
— D /t
|:||:||:|

>

Many SVM packages already have built-in multi-class classification
functionality.

- Otherwise, use one-vs.-all method. (Train £ SVMs, one to distinguish
y =1 fromtherest, for: = 1,2, ..., K), get 9(1),9(2), e Q_(___K)

| o ()\T N_ ... 8
Pick class 7 with Iargest£0 ) @ 2\:\\' 4:2 " OeK

Andrew Ng



Logistic regression vs. SVMs

. =number of features (x & IR{”H), M = number of training examples

=~ Ifn is large (relative tom): (€. n2m, nzto,000 , m=10-1o00)

CEE——"

-~ Use logistic regression, or SVM without a kernel (“linear kernel”)

%En is small, M is intermediate: (a= |-toso , m=10-10,08e)<&

—» Use SVM with Gaussian kernel | ;:-,:f:

If nis small, mis large: (n= [-toe0, in= s:,ooo-t) - 't";' >

> Create/add more features, then use logistic regression or SVM
without a kernel ™

L

N\
=> Neural network likely to work well for most of these settings, but may be
slower to train.

Andrew Ng



Clustering

Unsupervised learning
introduction

Machine Learning



Supervised learning

<—
Training set: {(z'V,y), (2, y@), (2®),y3)), .. (™), ym)}

Andrew Ng



Unsupervised learning
A

X1

C\Ufl‘{r ;&3 &\Sd;‘\'l\m

Training set: {zV,2®),2®) . 2m} <

-y ——

Andrew Ng



Applications of clustering

—> Market segmentation

—> Social network analysis

i

|

Organize computing clusters

—> Astronomical data analysis

Andrew Ng



Clustering

K-means
algorithm

Machine Learning
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® ®
o ¢ oXo
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K-means algorithm

Input:
- K (number of clusters) <
- Training set {zM), 2@ 2} <

z) € R™ (drop zo = 1 convention)

Andrew Ng



K-means algorithm )A‘ /:l(

¥.
Randomly initialize K cluster centroids (1, ft2, - - K € c R"
Repeat { A
Clesv ,J fori=1tom
O5S D
;&.:3 c(z) = index (from 1 to K') of cluster centr0|d
! closest to n\‘/\ | x© )*ku
\fork=1to K A 1
Vet & | > k= average (mean omts a55| nedt clusterk
Tl e x"(, g%)f 7&%3, )xe'tp - & g "2 ¢! 02 5

C(tb’ _-2
B { | ) © (S
/.A-z = % LX + *A +¥% T % G‘R

Andrew Ng



K-means for non-separated clusters Q,M, L

Weight

Height

Andrew Ng



Clustering

Optimization
objective

Machine Learning



K-means optimization objective

= (%) = index of cluster (1,2,...,KK) to which example 2(%) is currently

assigned
—2 Mk = cluster centroid £ (ur € R") <

kezlv}r“/kz

Hc() = cluster centroid of cluster to which example (%) has been

S ¢S
assigned «E -5 c =5

Optimization objective:

/AC‘;) :/AL

12 — pe
PN /. -

2«
i

1 m
— ] (1)7.”7 (m)7 N —
> J(c "™y ) m;”
1
- J(cD) o am)
— c(l),r.I.l.lale(m), (C ’ € KL 7 IUK) ¥,
- U1, UK D{s’uc&\’on o

Vo)
o~
Ny s
<

Andrew Ng



K-means algorithm

Randomly initialize K cluster centr0|ds 1, 2, .., U € R"”
C.\uste osﬂ:\‘sﬂm

1. 1 (AN
Mitimize S ( D w-t |Q y & \ Y ) P

¢ .= index (from 1 to K ) of cluster centroi
closest to ¥
fork=1toK

Lr = average (mean) of points assigned to cIusterIJ

} M‘Mim‘lg =G \ wrk [}l‘ Ty ,).lk

- b

"o

Andrew Ng



Clustering

Random
initialization

Machine Learning



K-means algorithm

Randomly initialize K cluster centroids ft1, t2, ..., € R"

Repeat {
fort=1tom
¢ :=index (from 1 to K ) of cluster centroid
closest to z(¥)
fork=1toK
ik = average (mean) of points assigned to cluster &

Andrew Ng



Random initialization

k=2

—

Should have K < m

Randomly pick K training pd
examples.

Set u1,..., K equal to these
K examples. )J ‘ﬂ

par I

Andrew Ng



Local optima .

v

Vv
\ 4

Andrew Ng



Random initialization

Fori=1to 100 {

Randomly initialize K-means.

Run K-means. Get C(l) C(m)alula ey UK
Computg )cost furzctlon (dlstortlon)

JHLs s K
}

Pick clustering that gave lowest cost J(C(l), e C(m), By LK)

Andrew Ng



Clustering

Choosing the
number of clusters

Machine Learning



What is the right value of K?

Andrew Ng



Choosing the value of K

Elbow method:

&

|} Q\\,oﬂ“

Cost function J
Cost function J

-
N
w
N
w1
(@)
~
00
=
N
w
N
ul
(o)}
~
(0]

K (no. of clusters) K (no. of clusters)

Andrew Ng



Choosing the value of K

Sometimes, you’'re running K-means to get clusters to use for some
later/downstream purpose. Evaluate K-means based on a metric for
how well it performs for that later purpose.

k=3 S W™, k«S KRS, ¢, ML, XU

E.g. T-shirt sizing L T-shirt sizing

Height

Andrew Ng



Dimensionality
Reduction

Motivation I:
Data Compression

Machine Learning



Data Compression

! Reduce data from
g,s: =
8

2D to 1D

Andrew Ng



Data Compression

0 | Reduce data from

E X 2D to 1D

g o) le(l) GR"L —> Z(l) QTE
\ ’ L2 eRY ()R

X<~~l~‘

A e MWy Lm) el
¢ <
MM KK HHKH—>

Andrew Ng



Data Compression lpoo® —> \oo®
Reduce data from 3D to 2D

Andrew Ng



Dimensionality
Reduction

Motivation ll:
Data Visualization

Machine Learning



So ), e
Data Visualization e W ke W %
&
%, LAk s Ks Mean
Per capita Ky Poverty |household
GDP GDP Human Index income
(trillions of | (thousands | Develop- Life (Ginias | (thousands
Country USS) of intl. S) |ment Indexjexpectancy|percentage)| of USS)
=>Canada 1.577 39.17 0.908 80.7 32.6 67.293
China 5.878 7.54 0.687 73 46.9 10.22
India 1.632 3.41 0.547 64.7 36.8 0.735
Russia 1.48 19.84 0.755 65.5 39.9 0.72
Singapore 0.223 56.69 0.866 30 42.5 67.1
USA 14.527 46.86 0.91 78.3 40.8 84.3

[resources from en.wikipedia.org]

Andrew Ng



Data Visualization

(D m>
Country zl/ zgl/ ek
Canada 1.6 1.2
China 1.7 0.3  Reduw dok
India 1.6 0.2  fom So®
Russia 1.4 0.5 Yo B
Singapore 0.5 1.7
USA 2 1.5

Andrew Ng



Data Visualizatinn
e v glﬁs-foﬂ-

&
15F » " i
Q“sb" 1 " . ® . &~ US A
. L]
®
z::) e I(\ 0.5 -. . s . .’ .
‘waowg }- .. P .. 2 P . ..
"1(5 T Of . ® @ i
0)‘ 4 ® .. : e & 2
05 F . . ‘ . .

A5} ia 5 ) >
] ] ] ] 1 ] | ; Lom*’n ;;h /
?m G \% S N T I 15 2 1 Goe
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Machine Learning

Dimensionality
Reduction

Principal Component
Analysis problem
formulation



Principal Component Analysis (PCA) problem formulation

A 2 K& ‘\'R"*

Andrew Ng



Reduce from 2-dimension to 1-dimension: Find a direction (a vectoru(j‘Z c R™)

onto which to project the data so as to minimize the projection error.

Reduce from n-dimension to k-dimension: Find k vectorsu'Y), u(® ... u*k) &
onto which to project the data, so as to minimize the projection error.

Andrew Ng



PCA is not linear regression

y & T2
A A\

X —>\

t'Y.""'B

Andrew Ng



PCA is not linear regression

To v ’ =
7‘[ 10" -10 /’] -3-

t'Y.""'B

Andrew Ng



Dimensionality
Reduction

Principal Component
Analysis algorithm

Machine Learning



Data preprocessing

Training set: (1, 22 . 2(m) &
Preprocessing (feature scaling/mean normalization):

_ 1 f:x@

LRepIace each x( ) with T — .

[ If different features on different scales (e.g., £1 = size of house,
r2 =number of bedrooms), scale features to have comparable
_ range of values. < -]

)
T

Andrew Ng



Principal Component Analysis (PCA) algorithm

10 -10

Reduce Elata from 2D to 1D Reduce data from 3D to 2D
> S E‘E (\5 \'R — .2_(;\ em

+* *%*t‘ . ?')
't\('ﬂ ?t \ ? ?"

Andrew Ng



Principal Component Analysis (PCA) algorithm

Reduce data fromn-dimensions to k-dimensions
Compute “covariance matrix”:
mn

1
= —
A — m

Compute “eigenvectors” of matrix > :

i

(x(i))(x(i)

9 G

)T‘

1=1 et

inn

Snxn

—= | [U,S,V] =

u:

_svd(Sigma) ; )

| |

({})

-ul u\
1

g ismo\

—> Qi»&u\u WouluaL &"""'("‘4“"

?

\' n¥n M\'ﬂ:t .

| 1)
0 u\n . “(m er“f'n
) l ) W

Q_\:L(c< e

L)
U
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Principal Component Analysis (PCA) algorithm

From [U,S,V]

‘26

svd (Sigma) , we get:

<
N

u(l) u(2) u(n) E Ran
N .
—
k "
erA — 2 em
\ Ty
(1\_ \:w WL %(‘3 -
T I
ﬂs:";

Uttéuct_

< \¢¥n

—

Luh ) )"' _

\—_ (9 —

e x §
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Principal Component Analysis (PCA) algorithm summary

> After mean normalization (ensure every feature has
zero mean) and optionally feature scaling:

L T — X" —
Sigma = EZ( 6 \ I — T
1=1 w -
- [U,S,V] = svd(Sigma) ; ‘3..‘.& =(1 /)% 5(1*5(',
-2 Ureduce = U(:,1:k);
>z = Ureduce’*x,

1 K “ GYKA M

Andrew Ng



Dimensionality
Reduction

Reconstruction from
compressed
representation

Machine Learning



Reconstruction from compressed representation

X9 X2
A A

>
L1
1))
(}) 4 4&
* — <
2
— 2z =UZ ze®R —= =eW
reduce® 25 % u )
W\ Y-’ () - -
S z't.é" K*’-“‘"" \_.a“&m o
% X > \ Mk el

- 21 Nw 1
Andrew Ng



Dimensionality
Reduction

Choosing the number of
principal components

Machine Learning



Choosing £ (number of principal components)

Average squared projection error: w E LB fou‘\\z

Total variation in the data: -+ .:.l\ “l\z

Typically, choose k£ to be smallest value so that

> “99% of variance is retained”

45T Qo

Andrew Ng



Choosing £ (number of principal components)

Algorithm:

Try PCA with k=1 V( \esd

Compute Ureduce, 2", 22,
L(m) (1) (m)
) ) approa:? Tt appro:v

C if

SRR S
%_221”“”( )HZ j B

e - —

/ \41- \'3\'

/




Choosing £ (number of principal components)
-~ [U,S,V] = svd(Sigma)
Pick smallest value of £ for which

ii k=zteo
5> 0.99 -

(99% of variance retained)
&

Andrew Ng



Dimensionality
Reduction

Advice for
applying PCA

Machine Learning



(D)
Supervised learning speedup x ¢ L o
o (2D O], (@@, @), () T 5
Extract inputs: - -
Unlabeled dataset: (Y 22 . z(m) ¢ R10000 &
Qe bpcA l
z(l), 2(2), e 2(m) ¢ R1000 < <
— — )
Ining set: & \
m m 1) <
[ ,y<1>§ 2D y@), (), gy heR) =
Note: M |n a?(z) — z(z) should be defined by running PCA  « 4

only on the training set. This mapping can be applied as well to

the examples :c( i) and :cgelt in the cross validation and test

QP'I'Q Andrew Ng



Application of PCA

- Compression

- Reduce memory/disk needed to store data

- Speed up learning algorithm <—
S

- Visualization
k=X er W= 3

Andrew Ng



Bad use of PCA: To prevent overfitting

- Use 2" instead of z") to reduce the number of
featuresto k < n.— 1eseo
Thus, fewer features, less likely to overfit.

Vad !

This might work OK, but isn’t a good way to address

overfitting. Use regularization instead.
'

. . A n
in — (1)) _ (02 4l 2 2
- min - — E (ho(z) —y*) —|-l2m ;:1 0; | ——

1=1

Andrew Ng



PCA is sometimes used where it shouldn’t be

F—D—esign of ML system:
~ - Get training set {(zV, yV), (z(2), y?), .. ,(m(m>,y(m>)}

— - =i S|on

- - Train logistic regression on {( %’Q"y ,(?ﬁgy N}
—> - Test on test set: Map i, o 29 Run he(Z) on
1 1 m m
| {(degﬂ ygegt) (Z§€Sz7 yées?ﬁ)}

—» How about doing the whole thing without using PCA?

— Before implementing PCA, first try running whatever you want to
do with the original/raw datg)x(z)l Only if that doesn’t do what
you want, then implement PCA'and consider using _z_(z_)

Andrew Ng



Anomaly
detection

Problem
motivation

Machine Learning



Anomaly detection example

Aircraft engine features:

Dataset: {1, z(® . . z(m)

— 1 =heat generated
- X2 =vibration intensity New engine: Tiest
_——
4 5¢
S X X
e X X X
S X X Ok
5| X );x’gx’; X
x X X X
X x C!L.l\omg.l
il w& A
—>
T1 (heat)

Andrew Ng



Density estimation

= Dataset: {zP,z®) ... 2™
= |S Ttest anomalous?
MOM E)(“)
_ A ;__—- ok f(x-hs_r\ < 2 — g‘\éﬂ I
xS chﬂobux:j
2 X ?(\L*"*) ¢ = 6k
" X
X %
& On
L E Onomd,

T1 (heat)
Andrew Ng



Anomaly detection example

*\
-» Fraud detection: axt F(")
- 2" = features of useri’s activities *3
ety

> Model p(z) from data.
- ldentify unusual users by checking which have p(x) <e¢

—_—

~» Manufacturing

= Monitoring computers in a data center.
s =9 = features of machine i
1 =memory use, T2 =number of disk accesses/sec,
z3 = CPU load, %4 =CPU load/network traffic.

‘J(v.-)< <

Andrew Ng



Anomaly
detection

Gaussian
distribution

Machine Learning



Gaussian (Normal) distribution
Say z € R, If z is a distributed Gaussian with mean £, variance 12 :

b ¢

X N\){(‘/«x,e‘) 6 sl Mewiotion
O Ydiee botd a?
A
P(" ; &%)
( (n-p¥*
s - 2y € -Q\‘P(— Qg2 B
- el p, )

I I T O

Andrew Ng



Gaussian distribution example
> u=00=1

05F

03f

/7
D 4

6.2¢

Andrew Ng



Parameter estimation
= Dataset: {zV), 2@, .. 2™} D) eR
A

Andrew Ng



Anomaly
detection

Algorithm

Machine Learning



-~ Density estimation

= Training set: {1, ..., 2™} %, NJ((/»U <)
Each example isz € R"” xz?ﬂ( 1)62)
- p) %o N s, )

_ !P(x' ;Puc})?(\lz l).ltlc;)?(*;;/‘s,f) e P(xn"/“m‘:)%-

. 2 i-;- = 1 4243+.. 4
- i I“ F(‘(J .)13,63) = A

/—7 o _r\_i_=- lxlxzx..*xn

1=

Andrew Ng



Anomaly detection algorithm

= 1. Choose features x; that you think might be indicative of

anomalous examples. S L )
= 2. Fit parameters 7,un70-%7 --70721
1 m (i ™ ', M, n
N /_,L']_: EZ& ‘?(5(%1}*\‘[6 3 /AP‘}l )lM N
ZT—_n]. 1\ ’(‘ /{: ﬁ: :_L gx
5 1 (i) 5 a M=, R
2% = ., (373' — ;)" < T

1=1
- 3. Given new example:zz computep(x)

prj“uj, H\/% exp( (3332_0_5]) )

) —1L V) ) l

Anomaly if p( ) <

Andrew Ng



Anomaly detection example

2 1
j / G) 4 (LJGL:
5l L ' = .

5 B o o
334_ . ,LLl—5,(71— 0104533;315g7éém
23_/ - . T

2‘/ M2:3’Z2:
111111 x2

ORI _

E = U.

006

0.04

G R (1)

A

R
A \\\\\\§\\\\\
S

p(ajtest

= (0.0426

= £

mo

2
p(z2),)

—0.0021 < ¢

Andrew Ng



Anomaly
detection

Developing and
evaluating an anomaly
detection system

Machine Learning



The importance of real-number evaluation

When developing a learning algorithm (choosing features, etc.),
making decisions is much easier if we have a way of evaluating
our learning algorithm.

—=> Assume we have some labeled data, of anomalous and non-
anomalous examples. (y = 0 if normal, y = 1 if anomalous).

— Training set: :13(1), w(Q), . ,x(m) (assume normal examples/not
anomalous)

-~ Cross validation set: (zcg})), y(l)) (x(mw)’ygvmw))

1 1 7 te’s; - test
- Test set: (ajgegt? y,gegt), JURN' (xtggt )7 yﬁgt ))

Y=

Andrew Ng



Aircraft engines motivating example

= &
—> 110000 |good (normal) engines
- flawed engines (anomalous) 2-50 g

3}"/ Voo )"‘ 6» -

- Tralnlng set: good engines (y=e)  plx) Pl ) r("-‘j‘u’«)
CV:|2 @ good engines (y = 0), .anomalous (y =1)

Test: Mgood engines (y = 0),[10lanomalous (y=1)

Alternative:

Training set: 16000 good engines

CV:/4000/good engines (y = 0),5710/anomalous (y = 1)
Test:/4000/good engines (y = 0)) 10 anomalous (y = 1)

Andrew Ng



Algorithm evaluation

m ) )
= Fit model p(z) on training set{z1, ... z(™} (x tewt , Y *m)
-> On a cross validation/test example x , predict T

|1 if p(x) <(©) (anomaly) _
Y= { 0 if p(x ) >()(normal) 3 °

Possible evaluation metrics:
- - True positive, false positive, false negative, true negative
= - Precision/Recall cV\

- F.- <
> - F;-score Tet seck

Can also use cross validation set to choose parameter@ <

Andrew Ng



Anomaly
detection

Anomaly detection
VS. supervised
learning

Machine Learning



Anomaly detection

= Very small number of positive
examples (y = 1). (0-20 is
common).

- Large number of pegative (y = 0)

examples. i é(’a s

é
—> Many different “types” of

anomalies. Hard for any algorithm
to learn from positive examples
what the anomalies look like;

=» future anomalies may look nothing
like any of the anomalous
examples we’ve seen so far.

vs.

Supervised learning

Large number of positive and <
negative examples.

N

Enough positive examples for <—
algorithm to get a sense of what
positive examples are like, future «
positive examples likely to be
similar to ones in training set.

S

S?u\n o

Andrew Ng



Anomaly detection VS. Supervised learning

~= * Fraud detection Y=\ Email spam classification <—

T —7
-5 ¢ Manufacturing (e.g. aircraft * Weather prediction (sugny/
engines) rainy/etc).

—> * Monitoring machines in a data e Cancer classification <—
center

Andrew Ng



Anomaly
detection

Choosing what
features to use

Machine Learning






- Error analysis for anomaly detection

_
Want p(x) large for normal examples .
p(x) small for anomalous examples .

s

Most common problem:
[p(ﬂi‘) is comparable (say, both large) for normal

and anomalous examples
| X €—

K

—2 12

T




= Monitoring computers in a data center

-, Choose features that might take on unusually large or
small values in the event of an anomaly.
— 1 = memory use of computer
— X9 = nhumber of disk accesses/sec
—= I3 =CPU load <«

— T4 = network traffic<

L

(Ceq load. )

. - C U \ood Y = D
S - nz:l’w\'- Xl 2 W etoror a%n o

o



Anomaly
detection

Multivariate
Gaussian distribution

Machine Learning



Motivating example: Monitoring machines in a data center

T2 (Memory Use)

-
>

o
(a3}
T

D 1 1 1 1 1 | 1 1 1 J
0 0.2 Q«\ 06 08 1 1.2 14 16 18 2

~> L1 (CPU Load)

A

' ‘,1,1 . (CPU L'G‘ad) e

2, 613

0.6 2

L2 (Memory Use) e

Andrew Ng



Multivariate Gaussian (Normal) distribution

= = € R". Don’t model p(x1),p(2), ..., etc. separately.
Model p(z) all in one go.

R ———

Parameters:u € R" |3 E*R”Xﬁ](covariance matrix)

P(xﬁ)u,i) =

(
G e
\ \f( < &e'Pm.‘,M o(' ﬂ l det lgx‘y\a\

Andrew Ng



Multivariate Gaussian (Normal) examples

Andrew Ng



Multivariate Gaussian (Normal) examples

&
0 1 0 0 ﬁ:bo 0
=10l == o 1 “_oz_od)e L=l == o

T
AR
SN i | : i
RN i, i : - AN
I : e NS
A A 3 it DAY
RN - 3 LT
S s

2 9 2
1 1 1 TH
Lo o Lo e

; :
S

4 4 iAmERNERARERAREEEREEL

4 | e

73 ) 2

3 3

3 2 1 0 1 2 3 3
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Multivariate Gaussian (Normal) examples

0]t O 0 1 0 0 1 0
H= - 0 (0

0 0 1 =gl ==

=
|

NS
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Multivariate Gaussian (Normal) examples
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Multivariate Gaussian (Normal) examples
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Multivariate Gaussian (Normal) examples
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Anomaly
detection

Anomaly detection using
the multivariate
Gaussian distribution

Machine Learning



Multivariate Gaussian (Normal) distribution

A N
Parameters 4, 2 MW\ zelk

S

1
= p(T;p,X) = T eXp(
(2m)2 [z

Parameter fitting: " eﬂln
Given tramlng set R A A (m)}e-

- Z< {j— - (@ — )T
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Anomaly detection with the multivariate Gaussian
1. Fit model ) by setting

[_— Za:(z

m

1 . |
Z = — (Z) _ ('L) L T
— ;( p) (2 — p)
2. GI\EH a new example *, compute P Loa
' 1 L e >
()= GryrgE o (3l 0T e

Flag an anomaly if p(x) < ¢
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Relationship to original model

Original model:!p(x) Zp(fm;u. X p(wz;uz,!vgf) X cee X p(mn;un! |

Corresponds to multiv
— |plx;u,2) =
>[( N/) om) 8

J

where z, - LID

N
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- Original model vs. = Multivariate Gaussian

1 1
p(15 p11,07) X -+ X p(Tn i, 07) plasn9) = e (<5 =)o)
AN
Manually create features to +» Automatically captures
capture anomalies where z1, 22 correlations between features
take unusual combinations of
values. ¥ . CPfu Lowd n¥») -1
~—| X3 N Memory- < GIR {
- Computationally cheaper Computationally more expensive
(alternatively, scales better to . %, \}(
|aroe n=to,env, h~ 00,00 D n

o& even if m (training set size) is Must have@or else X is

small non-invertible. _{M > o nJ
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formulation
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Example: Predicting movie ratings = iiggg
-
- User rates movies using-ene to five stars - [ Yk ke
2ero
=b.0.0.0. 8"
Movie Alice (1) Bob (2) Carol (3) Dave (4) —> *****
“love atlast | S c " O »
Romance forever O @ .S O S —> Tu =NO. Users
c s of | 0 - "ym = N0O. Movies
ute puppies o ij @S % 4 5\7(i,5)=1if user j has

O
ElonsTop car chases o) - G rated movie i
Swords vs. karate O e LS @ {c _? y(i,j) = rating given by
= l/—- user j to movie ¢
5 (defined only if

6,..8 r(,j)=1)

N,= % Nw =

Andrew Ng



Recommender
Systems

Content-based
recommendations

Machine Learning



Ru=%, =S O
Content-based recommender systems 9
- Y\ (s
Movie Alice (1) Bob (2) Carol S?,) Dave ﬁl% \
() (§) C -
(N—r = 9 |
R < | Love at Iast; I 0 0 - -2 ]
~6h)a> Romance forever 2 @ @ 0 ->
(& Cute puppies of Iove} @ 4 0 @ _4 >
—=> Nonstop car chases' 0 0 5 é -, -
s
“ﬁ Swords vs. karate $ 0 0 5 4 - LS
22

=, For each user j, learn a parameter ) € R3. Predict userj as

rating movie (AWithz') stars. © e®e "
\ ) ‘-oj €)) (3

\L(Zs\._ [oﬂ = © : |z ( ) y - Seoaq
° T |e. . 4.q¢
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Problem formulation

- r(i,7) = 1 if user J has rated movie ¢ (0 otherwise)
= y'"9) = rating by userj on movie i (if defined)

—, 9l = parameter vector for user;

= :c(’” = feature vector for movie ;

- For user j, movie i, predicted rating: (69)T (z(9) 6&3\ Q_]va
~> m< 7) = no. of movies rated by user

To learn [

) ("\\ >\ % (@m)
E;‘\ }d"/c r(t.)\\ ((6 ‘) ) +

=

Andrew Ng



Optimization objective:

ﬁ'o learn6) (parameter for user ):

1 . . N2 )\ — .
—= in — (N ,.(2) _ (m)) 2 (3)\2
9 2 (Z:) 1((9 ) e =y + 5 (67
y wrlng)=

_ . N N

o
=

.....
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Optimization algorithm: \Z

. . SN2 )\ ,
min Y Y <(9(J))Tx(%) _y(m)) 4+ 5 (915;3))2

9(n)2 .
J=14r(i,g)= j=

S

g(1)

.....

—
a
I
o

-
—

‘3 ( (v o U'u)>

Gradient descent update:

0 =0 —a Y (092D — yD )2 (for k = 0)

ir(i,5)=1 -

oY) =gl _ ¢ ( ST (O T — Gy 4 A@,&?’)) (for k # 0)

/Lz':r(i,j):le N + )
\| -\ N

¢y ("u\
T(e™.., &™)

MR 2eY
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Systems

Collaborative
filtering
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Problem motivation ) ]
A\ \&
Movie Alice (1) Bob (2) Carol (3) Dave (4) X1 i)
(romance) (action)
Love at last 5 5 0 0 0.9 0
Romance forever 5 ? ? 0 1.0 0.01
Cute puppies of ? 4 0 ? 0.99 0
love
Nonstop car 0 0 5 4 0.1 1.0
chases
Swords vs. karate 0 0 5 ? 0 0.9
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Problem motivation

\L \1/ Ke= l
Movie Alice (1) Bob (2) Carol (3) Dave (4) L1 o
. o" Q" ™ 9&) (romance) (action)
%(“ M 5?5 25 20 20 #Z (-0 £ 00
Romance forever 5 ? ? 0 H ?J XN-'- [lfb
Cute puppies of ? 4 0 ? L? ?1 Ows-]
love
Nonstop car 0 0 5 4 F ? (
chases ’((‘\
Swords vs. karate 0 0 5 ? ‘ ? ?5
1 - N o @
o) — GILe@ = B|Lfo® = (@ ol ] ©% (0™7x"a¢
i k _O_ K _5_ ( en)‘t xlx\‘x O
= 4\ y ( s(q)‘! K{i\ %0
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Optimization algorithm

Given 0'",...,0") to learn z®:

1 . . . i .
—> min— Z ((9(9))T£U(Z) _ y(z,J))Q 4 é Z(xg))Q :
() 2 e e =~ 2
]27"('&,])21 l k=1
L= g oW /

Given 0%,....0) tolearn z™,... 2"

1 . . - )\ o 2 .
' - UNT .(3) _ (6,02 1 2 (2)\2
(1) mli,l(nm) 2 Z Z <(9 ) v Y ) ™ 2 Zz(mk )

----- 1=1 jT(Z,]):l 1=1 k=1

? 1
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Collaborative filtering i)
|

Givenz'",....2") (and movie ratings), ek
can estimate 09, ..., 0" .

.

Given 69, ... n)
can estimate 'V, ... 2"

C

C:\‘u% 9*—>7<-> ©»x ->O0>5x—> .-

Andrew Ng



Recommender
Systems

Collaborative
filtering algorithm

Machine Learning



Collaborative filtering optimization objective () (e |

- < e"R“ < (]
%Givenx(l)’jaj(nm) e ? ate 9(1)779(77%): Qe n ¢ -\
1 <& . . o 'e
: - UNT ,.(3) _ ), (4,5))2 / (J)
—=> | oD %FZ_,«Q OGOl zz (6]
i1 (%,5) = J 1 k=1

1
cestimate =M, ... z(mm): ’
. . . N T B
gl I e 2 Z Z (09) 7' =y AH 5 Z E : 1<

’’’’ Irzg— 'lel

i

I\/Ilnlmlzmga: 2 (m) and o, ..., 0" simultaneously:

<1> ) b, (nu! 1 (09T () _ i) 2 Zm: Z(xlgjﬁJr A Z S 6y
2 zg T‘(’L]) 16 2z’:lk::l j=1k=1
min : :B‘”m) 6

(SJELY. -fl\e—v »” -7./-1\-

.....

7777
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\ n n
Collaborative filtering algorithm %‘\ jtem , el‘ew

= 1. Initialize z,.... 2 M 9 to small random values.
= 2. Minimize J(z\V, ... znm) g1 9(n)) using gradient =
descent (or an advanced optimization algorithm). E.g. for Qf‘
every J=1,...,ny, 0 =1,...,np é,\
fUz(c) = -’L'k — Z (09T () y(i’j))ﬁ,ﬂf) +>\a:§f)> &
{3 (.
Qi(cj) — Hl(cj) o ( Z ((HONT 20 _ y(i,j))x;ﬁ) + ,\gl(cj))é— ax®
- Air(ing)=1 /3
3. Fora user with parameters 6 and a movie with (learned)
features = , predict a star rating of ” «

(&Y

gir(i,7)=1
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Recommender
Systems
Vectorization:

Low rank matrix
factorization

Machine Learning



Collaborative filtering

Movie Alice (1) Bob (2) Carol (3) Dave (4)
Love at last 5 5 0 0
Romance forever 5 ? ? 0
Cute puppies of ? 4 0 ?

love
Nonstop car 0 0 5 4
chases

Swords vs. karate 0 0 5 ?
R N

S O = 0 Ot

ot Ot O v O

OB VOO

(i,\"\
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Collaborative filtering

i

X0« (@

Predicted ratings:  ©4) T

‘(?) 8 ” 0(2) T 3;(1) Q(nu) T Zl?(l)
' <nu> T (3(2)
0 7? P, (0 (z'%))
b 4
5 0 )7 x<nmﬂ (6T aj(”m) (0(m))T (xmm))
L )

-_(%1)7 ] r___ (©(.))-r =
._Q(Q‘)T_ @ - ( 253‘\'

: 1

: [ T — (“u\ U
=~ (Y= L — (e™W—

> Low conk  mdnx CN“OC“‘\'W‘
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Finding related movies
For each product i, we learn a feature vectorz'” € R",
_9 X‘:rommm o Y"l- M;O(\, X:;: CG,M.-A-‘s, Xl‘- > o na

How to find movies j related to movie: ?
A "

S moll “Xu) - (\\) “ —> Meve 3 . W Seimilor

5 most similar movies to movie ¢ : | |
Find the 5 movies j with the smallest ||z'¥ — 2|

Andrew Ng



Machine Learning

Recommender
Systems

Implementational
detail: Mean
normalization



Users who have not rated any movies L

Movie Alice (1) Bob(2) Carol (3) Dave (4) Eve (5) _ .
—> Love at last 5 5 0 0 (270 o o 0 0
- — 5 7 70
Romance forever 5 ? ? 0 ? 6
. Y=1|7 4 0 7
Cute puppies of love ? 4 0 ? ?]O
o 0 0 5 4
Nonstop car chases 0 0 5 4 ?
O 0 5 0
-5$words vs. karate 0 0 S ? 2| O -
¢
L GNT () 2 4+ AN 002 0 A SN2
x(l),I.?,lar:l(nm) a ((9 ) x _y ’ ) +§ZZ(£E]€ ) +§Z (Hk )
PO gn) l_f j)ir(i,g)=1 4 — AN | =1 k=1 ' j=1k=1 )
$)
(s) © Vo X )\ ( ?
=L ) G@ © [bj 'I—KS \ } -+ (92 <
CEY\T ¢\
(& ) Tt O
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Mean Normalization:

A0 [©@ @ @ D7

3| 2.5 ? 7 —25 7
p=1|2 |[-Y = ‘? 2 —2 77
2.25| ~ [|=225 —225 275 1.75 ?

S)\L.25 -1.25 -1.25 3.75 —1.25[CD)

N —

For user 7, on movie ¢ predict: é/ ARO

l%n S ke

> (&7 (M + p —

User 5 (Eve):

&% - 2] (&7)(<") +E
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